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The Cosmological Gravitational 
Wave Background (CGWB)

□ Sources of Gravitational Wave background radiation
■ Inflation
■ Phase Transitions
■ Strings? Branes? The Planck Epoch?
■ Astrophysics

□ Stellar compact objects
□ in particular, SMBHBs

□ Describing a Gravitational  
Wave Background
■ Amplitude v Power
■ Anisotropy

□ Detection of a Gravitational  
Wave Background
■ Direct detection

□ From the ground (LIGO, VIRGO, …)
□ … and space (LISA, BBO)

■ Indirect detection
□ CMB Polarization
□ Pulsar Timing



Sources and detectors

Moore, Cole & Berry, http://gwplotter.com
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Polarization of   
Gravitational Radiation

□ GW Polarizations

Abramovici et al., Science 256 (1992), 325
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Notation
□ GW Polarizations: 

 

□ Spectral Density and Characteristic Strain 
 
 
(assumes equal contrib’ns from +,×)

□ Energy Density
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1.3 Sources of gravitational waves Chapter 1: Introduction

— i.e., the fractional energy density per logarithmic frequency bin. Because of

the ambiguity of the value of the Hubble constant, as discussed above, a common

representation of this, where the uncertainty is made explicit, is ⌦GW(f)h2

100
. Here

h100 is the rescaled/dimensionless Hubble constant, defined such that H0 = h100 ⇥
100 km s�1 Mpc�1 and encodes the uncertainty in the value of the Hubble constant

— see, e.g., Croton (2013) for a review. This is particularly useful when we wish

to express the fractional energy density, but the measured parameter is the density.

The relation between these and the amplitude signal constructed in section 1.2 is

discussed in detail in section 2.7 but for now a useful proxy is the characteristic

strain, hc, which measures the polarisation independent strain and which can be

expressed in terms of ⌦GW(f) (e.g., Romano & Cornish, 2017; Battye & Shellard,

1996)

hc(f) =

s

⌦GW

3H2

0

2⇡2

1

f 2
= 1.3 ⇥ 10�20

q
⌦GW(f)h2

100

✓
10Hz

f

◆
. (1.49)

though some forms of this will take into account the bandwidth of the measurement,

�f — see section 3.4 and, for example, Ungarelli et al. (2005) and Mingarelli et al.

(2017) (hereafter M17).

One complication that can occur is that the quadrupole formula in equation

1.35 ignores cosmological e↵ects, an assumption that can break down for distant

backgrounds and sources. In particular, previous equations have not fully taken

into account the expansion of the universe as it does not a↵ect these mechanisms

— only redshifting the radiation produced. Taking expansion into account, h+(~k, ⌘)

and h⇥(~k, ⌘) (for wave-vector9 ~k and conformal time ⌘) each, separately, obey (e.g.,

Dodelson, 2003, p. 130)

ḧA + 2
ȧ

a
ḣA + k

2
hA = 0 , A 2 {+, ⇥} (1.50)

where a is the scale factor and the derivatives are with respect to ⌘ (defined such that

d⌘ = d⌧/a for proper time ⌧). In the following subsection, expansion is necessarily

considered.

There are other cosmological e↵ects on the signal, such as lensing, that are

mentioned in section 2.7 and discussed elsewhere (see, e.g., Contaldi, 2017; Cusin

et al., 2017), but are not considered in detail here.

9Here propagation direction is more illustrative than observation direction.
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Stochastic GW Background

Early limits:
Jaffe & Backer 2003



The SMBHB Background

Frequency

Strain

FPP no 
FPP

LISA

Pulsar 
timing

Dawe & Jaffe, unpublished



How should we describe the GW 
Background?

□ Unlike CMB, usually measure full amplitude hij(t,n)
■ For inspiral & other GW events, h carries [lots of] info
■ Tensor field, so can immediately describe using Tensor 

(spin-2) spherical harmonics — exactly like CMB E/B 
decomposition (Gair et al 1406.4664)
□ refer to these as G/C — grad/curl (cf. Kamionkowski, 

Kosowsky & Stebbins 96 vs Seljak & Zaldarriaga 96)
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the Stokes parameters are real, and so their harmonic coe�cients
can be shown to satisfy

a
M⇤
`m =(�1)ma

M
`,�m, M 2 {I,E,B} . (12)

This combined with the fact that sỲ 0 is real (as can be seen by
setting m = 0 in equation 8), and so a

F
`m 2 R, gives
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2.2 Gravitational wave amplitude

A gravitational wave can be represented as a small perturbation,
hµ⌫(t, Æx), about a static metric. This can be calculated as a sum over
the Fourier components

hµ⌫(t, Æx) =
π 1

�1
d f

π
d2

k̂ h̃µ⌫( f , k̂)ei2⇡ f (t�k̂ · Æx/c) , (14)

where the h̃µ⌫( f , k̂) are the contributions to the perturbation prop-
agating in direction k̂ – i.e a field on the 2-sphere – and the reality
condition on hµ⌫(t, Æx) is satisfied by h̃µ⌫( f , k̂) = h̃

⇤
µ⌫(� f , k̂). This

field will form the basis of the methods in this paper. Given a set
of coordinate axes, h and h̃ can be decomposed in terms of two
polarisations, + and ⇥ – for example, h+( f , k̂) and h⇥( f , k̂). These
terms are not themselves scalar fields on the 2-sphere but can used
to create fields of varying spin-weight.

One such method is to directly use the h+ and h⇥ amplitude
signals. As the gravitational wave tensor is rank-2, it can be shown
that combinations h+ ± ih⇥ have spin-±2 respectively – consistent
with the spin of the graviton. They can, therefore, be decomposed
as

±2a`m( f ) =
π

d2
k̂(h+ ± ih⇥)( f , k̂)±2Y

⇤
`m(k̂) . (15)

These harmonics then can be combined into the more useful gradient
(scalar), G, and curl (pseudo-scalar), C, combinations –

a
G
`m = +

1p
2
(+2a`m + �2a`m) ,

a
C
`m = �

ip
2
(+2a`m � �2a`m) . (16)

Note the di�erence in coe�cients between equations 11 and 16. The
factor of �

p
2 is largely irrelevant for the discussion herein, what is

important is the scalar and pseudo-scalar nature of the coe�cients
and their corresponding fields.

Using these coe�cients, the power spectra can be computed in
an analogous way as equations 2 and 3. We evaluate all amplitudes
near some single frequency f (see Section 3 for some specific ex-
amples in which this is most useful), although a generic background
may not be stationary in time and so can have correlations between
di�erent frequencies. In the CMB example, the reality of the I, Q

and U fields means that the a
I
`m, a

E
`m and a

B
`m harmonics satisfy

equations 12 and 13, but this is not true in this case. This is, of
course, due entirely to the complex-valued Fourier transform of the
original real fields hµ⌫(t, Æx). This implies that the harmonics satisfy
a
P
`m( f ) = (�1)ma

P⇤
`,�m(� f ) for P = G,C and the angular spectra

are Hermitian in terms of frequency, i.e. C
PP0
` ( f ) = C

PP0⇤
` (� f ).

The auto-spectra, C
GG
` and C

CC
` , are, as before, real, but

in general the complex nature of the amplitudes will mean that
equation 12 will not always be true and the cross-spectrum can be
complex. As C

GC
` = C

CG⇤
` , by construction, we will present the

signal in terms of R[CGC
` ] and I[CGC

` ]. The complex nature of
the cross-spectrum is, in principle, moot as conservation of parity
again implies that C

GC
` ( f ) = 0. Therefore, any measurement of

a non-zero cross-spectrum will imply parity violation and so have
implications for the physics of the background (e.g. Crowder et al.
2013). In fact, we will see in sections 3.1 and 3.3 examples where
backgrounds which explicitly violate parity symmetry can be purely
imaginary.

An equivalent derivation for the harmonics and power spectra
can be calculated using tensor spherical harmonics – see Gair et al.
(2014) in analogy to Kamionkowski et al. (1997).

As mentioned, the standard deviation between the true and
observed spectra, as given in equation 3, is only valid when the
initial fields are real. As that is not the case here the result is more
complicated and is given in equations A3.

2.3 Gravitational wave Stokes parameters

Alternatively, as is the case in CMB decomposition, we can combine
the amplitude fields into Stokes parameters (e.g. Breuer et al. 1975;
Lightman et al. 1979; Gubitosi & Magueijo 2017)

I
GW( f , k̂) =h|h+( f , k̂)|2i + h|h⇥( f , k̂)|2i ,

Q
GW( f , k̂) =h|h+( f , k̂)|2i � h|h⇥( f , k̂)|2i ,

U
GW( f , k̂) =2hR[h+( f , k̂)h⇤⇥( f , k̂)]i ,

V
GW( f , k̂) = � 2hI[h+( f , k̂)h⇤⇥( f , k̂)]i . (17)

Each parameter has the same meaning as its electromagnetic coun-
terpart (Jackson 1975):

• I
GW is the total power

• Q
GW and U

GW are the linear polarisations
• V

GW is the circular polarisation

The h· · · i average is often (e.g. Seto & Taruya 2008; Gubitosi &
Magueijo 2017) taken to be the ensemble average over all possible
realisations, though in the electromagnetic case it is more usually
assumed to be a temporal average. Neither average is completely
well defined, especially for the case of gravitational waves. The
temporal average works in practice for the CMB because the ob-
servation times are much longer than both the period of the waves
(⇠ 3.5⇥10�13s) and the timescale for relevant changes to the signal,
but LISA is sensitive to gravitational waves with hour periods, and
nanohertz gravitational waves detectable by PTAs have periods of
years to decades or longer. Because of this, it will not always be
possible to measure the signal for long enough to compute such an
average. The ensemble averages have the issue that we do not always
have a well-defined ensemble (or, equivalently, a well-defined prob-
ability distribution for the gravitational wave amplitudes). In this
paper, we are mainly concerned with power spectra and their ex-
pected values, rather than the power spectra of the expected Stokes
parameters. This is particularly an issue for the polarisation terms
as, for many cases, the ensemble average of Q

GW, U
GW and V

GW

will be zero. This means that any spectra constructed from these
will also be zero. However, any given realisation may be non-zero
and so will have associated non-zero power spectra with non-zero
expected values.

Because of these issues, it is mathematically convenient, and
sometimes necessary, to ignore the averages and calculate the Stokes

MNRAS 000, 1–18 (2019)
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How should we describe the GW 
Background?

■ For backgrounds, isotropic GG & CC correlations 
carry very little information
□ typically white noise
■ unless GW production and evolution can correlate and preserve  

phases of h across observable Universe

□ Even more typically (e.g., inflation) gAA′ = H(f)

□ implies GW background mapmaking more efficient in power 
than amplitude (Contaldi & Renzini 1811.12922)

4 Ciarán Conneely et al.

parameters at a single time or frequency. This assumption is equiv-
alent to removing some level of statistical freedom from the dis-
tribution. For example, assuming the signal to be monochromatic
– which we do in many cases below – will have the same e�ect
as ignoring a temporal average. Specifically, this assumption char-
acterises waves that are 100% polarised, which is what one would
expect from certain monochromatic sources such as binaries.

A significant consequence is that there are fewer degrees of
freedom for the Stokes parameters than when considering the am-
plitude formalism in the above calculations – four Stoke parameters
combine to only give three amplitudes, satisfying I

2 = Q
2+U

2+V
2

for completely polarised waves. More generally the Stokes pa-
rameters for partially-polarised fields satisfy the inequality I

2 �
Q

2 +U
2 +V

2 and their detailed analysis will be left to future work.
As is the case for electromagnetic Stokes parameters, I

GW is
a scalar field and V

GW is pseudo-scalar and so we can construct
b
I/V
`m coe�cients as in equation 1. The combination Q

GW ± iU
GW

are spin-±4, rather than spin-±2 as in electromagnetism, but we
can construct ±4b`m in the same way as equation 10 – using the
spin-±4 spherical harmonics, ±4Ỳ m, instead of spin-±2. The scalar
and pseudo-scalar combinations of ±4b`m are respectively (e.g.
Gubitosi & Magueijo 2017)

b
E
`m( f ) = � 1

2
(+4b`m + �4b`m) ,

b
B
`m( f ) = + i

2
(+4b`m � �4b`m) . (18)

From these harmonics, we can construct four auto-power spectra
and six cross-power spectra, of which C

IV
` , C

IB
` , C

VE
` and C

EB
`

are expected to be zero by parity conservation. Even in the case of
parity violation, the reality of the Stokes parameters leads to power
spectra (including the cross-spectra) that are also real – by the same
logic as in the CMB. This is in contrast to the C

GC
` spectrum in the

amplitude formalism. Additionally, the spin-±4 nature of the linear
polarisation terms means any of the spectra involving E or B will be
identically zero for ` = 0,1,2,3, regardless of parity conservation.
For all cases below, the GW superscript will be dropped.

The reality condition on hµ⌫(t, Æx) can be used to show that
I(� f , k̂) = I( f , k̂), Q(� f , k̂) = Q( f , k̂) and U(� f , k̂) = U( f , k̂) but
V(� f , k̂) = �V( f , k̂). The harmonics therefore satisfy b

N
`m(� f ) =

b
N
`m( f ) for N 2 {I,E,B} and b

V
`m(� f ) = �b

V
`m( f ). All of the

auto-spectra are therefore symmetric in frequency, as are the cross-
spectra that do not include V but are antisymmetric for those that
do.

For any given background defined from the amplitudes (i.e. a
pair of fields on the sphere, h+( f , k̂) and h⇥( f , k̂), satisfying the
constraints), it is clear how to obtain the Stokes parameters from
their definition. For the inverse, in our case of 100% polarisation,
it is almost possible to generate the amplitude signal from a Stokes
parameter background. If h+/⇥ = |h+/⇥ |ei�+/⇥ then

|h+ | =
r

1
2
(I +Q) ,

|h⇥ | =
r

1
2
(I � Q) ,

�+ � �⇥ = arctan
✓
�V

U

◆
(19)

– i.e. h+ and h⇥ can be obtained up to a phase factor. This phase
factor can be defined arbitrarily (and is assumed to be �⇥ ⇠ U(0,2⇡)
where relevant) and does not a�ect the power spectra as it will cancel

in each correlation function (hAh
⇤
A0) that appears in the calculation

of the power spectra.
For many (but not all) examples below, the monopole signal of

I will be very large and so C
I I
0 will be many orders of magnitude

larger than any other spectral term. In such cases, we will instead
present C

I I
` with C

I I
0 = 0, which is equivalent to removing the

monopole. The same idea is used in CMB calculations, where only
the fluctuations about the monopole T0 = 2.73K are considered for
the temperature spectrum and not the monopole itself.

3 GRAVITATIONAL-WAVE BACKGROUNDS

3.1 White noise

The simplest stochastic background that could be considered is
an isotropic, uncorrelated, unpolarised and stationary background –
such as that expected from inflation or a phase transition – satisfying

hhA( f , k̂)h⇤A0( f
0, k̂ 0)i = 1

2
H( f )�( f � f

0)�2(k̂, k̂ 0)�AA0 ,

A, A0 2 {+,⇥} . (20)

Here the �2(k̂, k̂ 0) is a delta function in direction space, i.e.
�2(k̂, k̂ 0) = 0 for k̂ , k̂

0 and
Ø

d2
k̂�2(k̂, k̂ 0) = 1. The aver-

age represents a sample from e.g. a Gaussian distribution, with
di�erent frequencies and directions being uncorrelated. As in
Gair et al. (2014), this will lead to two white power spectra,
C
GG
` ( f ) = C

GG
` ( f ) = C( f ) with no correlation between modes

C
GC
` ( f ) = C

CG
` ( f ) = 0.

More generally, an amplitude background can be anisotropic
and polarised but still spatially uncorrelated and stationary – for
example in a cosmology with a preferred direction or a background
with significant foreground sources, such a binaries within the Milky
Way. Such a background will have

hhA( f , k̂)h⇤A0( f
0, k̂ 0)i = 1

2
gAA0( f , k̂)�( f � f

0)�2(k̂, k̂ 0) ,

A, A0 2 {+,⇥}. (21)

Using the summation properties of spin-weighted spherical har-
monics in equations A4 and A5, it can be shown that, for ` � 2,

C
GG
` ( f ) =C

CC
` ( f ) = 1

4⇡

π
d2

k̂
⇥
g++( f , k̂) + g⇥⇥( f , k̂)

⇤

=
1

8⇡

π
d2

k̂ hI( f , k̂)i , (22a)

C
GC
` ( f ) = � C

CG
` ( f ) = 1

4⇡

π
d2

k̂
⇥
g+⇥( f , k̂) � g⇥+( f , k̂)

⇤

= � i

8⇡

π
d2

k̂ hV( f , k̂)i . (22b)

Other than ` = 0,1, this is independent of ` and so, unless the
amplitudes have correlations between di�erent directions, the power
spectra are always white. We also satisfy the parity constraints
if there is no correlation between the two polarisations or h+ is
statistically identical to h⇥ – in either case this means g+⇥ = g⇥+.
Further, the power spectra in equations 22 are proportional to an
average over all direction of the ensemble average of the I and V

Stokes parameters, respectively. This implies that the power spectra
here are insensitive to linear polarisation (Q and U), and are only
sensitive to the monopole (i.e. direction averaged value) of hIi
and hVi, whose signal strength is spread over ` � 2. In this case,
as mentioned in Section 2.2, the C

GC
` power spectrum is purely
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GW Stokes Parameters
□ For the GWB (like CMB), information [mostly] in power  

■ as well as other Stokes Parameters:

□ Can also describe Q/U as E/B, but now uses  
spin-4 ~ (spin-2)2 harmonics:
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the Stokes parameters are real, and so their harmonic coe�cients
can be shown to satisfy

a
M⇤
`m =(�1)ma

M
`,�m, M 2 {I,E,B} . (12)

This combined with the fact that sỲ 0 is real (as can be seen by
setting m = 0 in equation 8), and so a

F
`m 2 R, gives

Ĉ
FF0
` =a

F
`0a

F0⇤
`0 +

’̀
m=1

⇣
a
F
`ma

F0⇤
`m + a

F
`,�ma

F0⇤
`,�m

⌘

=a
F
`0a

F0⇤
`0 +

’̀
m=1

⇣
a
F
`ma

F0⇤
`m + a

F⇤
`ma

F0
`m

⌘
2 R . (13)

2.2 Gravitational wave amplitude

A gravitational wave can be represented as a small perturbation,
hµ⌫(t, Æx), about a static metric. This can be calculated as a sum over
the Fourier components

hµ⌫(t, Æx) =
π 1

�1
d f

π
d2

k̂ h̃µ⌫( f , k̂)ei2⇡ f (t�k̂ · Æx/c) , (14)

where the h̃µ⌫( f , k̂) are the contributions to the perturbation prop-
agating in direction k̂ – i.e a field on the 2-sphere – and the reality
condition on hµ⌫(t, Æx) is satisfied by h̃µ⌫( f , k̂) = h̃

⇤
µ⌫(� f , k̂). This

field will form the basis of the methods in this paper. Given a set
of coordinate axes, h and h̃ can be decomposed in terms of two
polarisations, + and ⇥ – for example, h+( f , k̂) and h⇥( f , k̂). These
terms are not themselves scalar fields on the 2-sphere but can used
to create fields of varying spin-weight.

One such method is to directly use the h+ and h⇥ amplitude
signals. As the gravitational wave tensor is rank-2, it can be shown
that combinations h+ ± ih⇥ have spin-±2 respectively – consistent
with the spin of the graviton. They can, therefore, be decomposed
as

±2a`m( f ) =
π

d2
k̂(h+ ± ih⇥)( f , k̂)±2Y

⇤
`m(k̂) . (15)

These harmonics then can be combined into the more useful gradient
(scalar), G, and curl (pseudo-scalar), C, combinations –

a
G
`m = +

1p
2
(+2a`m + �2a`m) ,

a
C
`m = �

ip
2
(+2a`m � �2a`m) . (16)

Note the di�erence in coe�cients between equations 11 and 16. The
factor of �

p
2 is largely irrelevant for the discussion herein, what is

important is the scalar and pseudo-scalar nature of the coe�cients
and their corresponding fields.

Using these coe�cients, the power spectra can be computed in
an analogous way as equations 2 and 3. We evaluate all amplitudes
near some single frequency f (see Section 3 for some specific ex-
amples in which this is most useful), although a generic background
may not be stationary in time and so can have correlations between
di�erent frequencies. In the CMB example, the reality of the I, Q

and U fields means that the a
I
`m, a

E
`m and a

B
`m harmonics satisfy

equations 12 and 13, but this is not true in this case. This is, of
course, due entirely to the complex-valued Fourier transform of the
original real fields hµ⌫(t, Æx). This implies that the harmonics satisfy
a
P
`m( f ) = (�1)ma

P⇤
`,�m(� f ) for P = G,C and the angular spectra

are Hermitian in terms of frequency, i.e. C
PP0
` ( f ) = C

PP0⇤
` (� f ).

The auto-spectra, C
GG
` and C

CC
` , are, as before, real, but

in general the complex nature of the amplitudes will mean that
equation 12 will not always be true and the cross-spectrum can be
complex. As C

GC
` = C

CG⇤
` , by construction, we will present the

signal in terms of R[CGC
` ] and I[CGC

` ]. The complex nature of
the cross-spectrum is, in principle, moot as conservation of parity
again implies that C

GC
` ( f ) = 0. Therefore, any measurement of

a non-zero cross-spectrum will imply parity violation and so have
implications for the physics of the background (e.g. Crowder et al.
2013). In fact, we will see in sections 3.1 and 3.3 examples where
backgrounds which explicitly violate parity symmetry can be purely
imaginary.

An equivalent derivation for the harmonics and power spectra
can be calculated using tensor spherical harmonics – see Gair et al.
(2014) in analogy to Kamionkowski et al. (1997).

As mentioned, the standard deviation between the true and
observed spectra, as given in equation 3, is only valid when the
initial fields are real. As that is not the case here the result is more
complicated and is given in equations A3.

2.3 Gravitational wave Stokes parameters

Alternatively, as is the case in CMB decomposition, we can combine
the amplitude fields into Stokes parameters (e.g. Breuer et al. 1975;
Lightman et al. 1979; Gubitosi & Magueijo 2017)

I
GW( f , k̂) =h|h+( f , k̂)|2i + h|h⇥( f , k̂)|2i ,

Q
GW( f , k̂) =h|h+( f , k̂)|2i � h|h⇥( f , k̂)|2i ,

U
GW( f , k̂) =2hR[h+( f , k̂)h⇤⇥( f , k̂)]i ,

V
GW( f , k̂) = � 2hI[h+( f , k̂)h⇤⇥( f , k̂)]i . (17)

Each parameter has the same meaning as its electromagnetic coun-
terpart (Jackson 1975):

• I
GW is the total power

• Q
GW and U

GW are the linear polarisations
• V

GW is the circular polarisation

The h· · · i average is often (e.g. Seto & Taruya 2008; Gubitosi &
Magueijo 2017) taken to be the ensemble average over all possible
realisations, though in the electromagnetic case it is more usually
assumed to be a temporal average. Neither average is completely
well defined, especially for the case of gravitational waves. The
temporal average works in practice for the CMB because the ob-
servation times are much longer than both the period of the waves
(⇠ 3.5⇥10�13s) and the timescale for relevant changes to the signal,
but LISA is sensitive to gravitational waves with hour periods, and
nanohertz gravitational waves detectable by PTAs have periods of
years to decades or longer. Because of this, it will not always be
possible to measure the signal for long enough to compute such an
average. The ensemble averages have the issue that we do not always
have a well-defined ensemble (or, equivalently, a well-defined prob-
ability distribution for the gravitational wave amplitudes). In this
paper, we are mainly concerned with power spectra and their ex-
pected values, rather than the power spectra of the expected Stokes
parameters. This is particularly an issue for the polarisation terms
as, for many cases, the ensemble average of Q

GW, U
GW and V

GW

will be zero. This means that any spectra constructed from these
will also be zero. However, any given realisation may be non-zero
and so will have associated non-zero power spectra with non-zero
expected values.

Because of these issues, it is mathematically convenient, and
sometimes necessary, to ignore the averages and calculate the Stokes
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the Stokes parameters are real, and so their harmonic coe�cients
can be shown to satisfy

a
M⇤
`m =(�1)ma
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This combined with the fact that sỲ 0 is real (as can be seen by
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2.2 Gravitational wave amplitude

A gravitational wave can be represented as a small perturbation,
hµ⌫(t, Æx), about a static metric. This can be calculated as a sum over
the Fourier components

hµ⌫(t, Æx) =
π 1

�1
d f

π
d2

k̂ h̃µ⌫( f , k̂)ei2⇡ f (t�k̂ · Æx/c) , (14)

where the h̃µ⌫( f , k̂) are the contributions to the perturbation prop-
agating in direction k̂ – i.e a field on the 2-sphere – and the reality
condition on hµ⌫(t, Æx) is satisfied by h̃µ⌫( f , k̂) = h̃

⇤
µ⌫(� f , k̂). This

field will form the basis of the methods in this paper. Given a set
of coordinate axes, h and h̃ can be decomposed in terms of two
polarisations, + and ⇥ – for example, h+( f , k̂) and h⇥( f , k̂). These
terms are not themselves scalar fields on the 2-sphere but can used
to create fields of varying spin-weight.

One such method is to directly use the h+ and h⇥ amplitude
signals. As the gravitational wave tensor is rank-2, it can be shown
that combinations h+ ± ih⇥ have spin-±2 respectively – consistent
with the spin of the graviton. They can, therefore, be decomposed
as

±2a`m( f ) =
π

d2
k̂(h+ ± ih⇥)( f , k̂)±2Y

⇤
`m(k̂) . (15)

These harmonics then can be combined into the more useful gradient
(scalar), G, and curl (pseudo-scalar), C, combinations –

a
G
`m = +

1p
2
(+2a`m + �2a`m) ,

a
C
`m = �

ip
2
(+2a`m � �2a`m) . (16)

Note the di�erence in coe�cients between equations 11 and 16. The
factor of �

p
2 is largely irrelevant for the discussion herein, what is

important is the scalar and pseudo-scalar nature of the coe�cients
and their corresponding fields.

Using these coe�cients, the power spectra can be computed in
an analogous way as equations 2 and 3. We evaluate all amplitudes
near some single frequency f (see Section 3 for some specific ex-
amples in which this is most useful), although a generic background
may not be stationary in time and so can have correlations between
di�erent frequencies. In the CMB example, the reality of the I, Q

and U fields means that the a
I
`m, a

E
`m and a

B
`m harmonics satisfy

equations 12 and 13, but this is not true in this case. This is, of
course, due entirely to the complex-valued Fourier transform of the
original real fields hµ⌫(t, Æx). This implies that the harmonics satisfy
a
P
`m( f ) = (�1)ma

P⇤
`,�m(� f ) for P = G,C and the angular spectra

are Hermitian in terms of frequency, i.e. C
PP0
` ( f ) = C

PP0⇤
` (� f ).

The auto-spectra, C
GG
` and C

CC
` , are, as before, real, but

in general the complex nature of the amplitudes will mean that
equation 12 will not always be true and the cross-spectrum can be
complex. As C

GC
` = C

CG⇤
` , by construction, we will present the

signal in terms of R[CGC
` ] and I[CGC

` ]. The complex nature of
the cross-spectrum is, in principle, moot as conservation of parity
again implies that C

GC
` ( f ) = 0. Therefore, any measurement of

a non-zero cross-spectrum will imply parity violation and so have
implications for the physics of the background (e.g. Crowder et al.
2013). In fact, we will see in sections 3.1 and 3.3 examples where
backgrounds which explicitly violate parity symmetry can be purely
imaginary.

An equivalent derivation for the harmonics and power spectra
can be calculated using tensor spherical harmonics – see Gair et al.
(2014) in analogy to Kamionkowski et al. (1997).

As mentioned, the standard deviation between the true and
observed spectra, as given in equation 3, is only valid when the
initial fields are real. As that is not the case here the result is more
complicated and is given in equations A3.

2.3 Gravitational wave Stokes parameters

Alternatively, as is the case in CMB decomposition, we can combine
the amplitude fields into Stokes parameters (e.g. Breuer et al. 1975;
Lightman et al. 1979; Gubitosi & Magueijo 2017)

I
GW( f , k̂) =h|h+( f , k̂)|2i + h|h⇥( f , k̂)|2i ,

Q
GW( f , k̂) =h|h+( f , k̂)|2i � h|h⇥( f , k̂)|2i ,

U
GW( f , k̂) =2hR[h+( f , k̂)h⇤⇥( f , k̂)]i ,

V
GW( f , k̂) = � 2hI[h+( f , k̂)h⇤⇥( f , k̂)]i . (17)

Each parameter has the same meaning as its electromagnetic coun-
terpart (Jackson 1975):

• I
GW is the total power

• Q
GW and U

GW are the linear polarisations
• V

GW is the circular polarisation

The h· · · i average is often (e.g. Seto & Taruya 2008; Gubitosi &
Magueijo 2017) taken to be the ensemble average over all possible
realisations, though in the electromagnetic case it is more usually
assumed to be a temporal average. Neither average is completely
well defined, especially for the case of gravitational waves. The
temporal average works in practice for the CMB because the ob-
servation times are much longer than both the period of the waves
(⇠ 3.5⇥10�13s) and the timescale for relevant changes to the signal,
but LISA is sensitive to gravitational waves with hour periods, and
nanohertz gravitational waves detectable by PTAs have periods of
years to decades or longer. Because of this, it will not always be
possible to measure the signal for long enough to compute such an
average. The ensemble averages have the issue that we do not always
have a well-defined ensemble (or, equivalently, a well-defined prob-
ability distribution for the gravitational wave amplitudes). In this
paper, we are mainly concerned with power spectra and their ex-
pected values, rather than the power spectra of the expected Stokes
parameters. This is particularly an issue for the polarisation terms
as, for many cases, the ensemble average of Q

GW, U
GW and V

GW

will be zero. This means that any spectra constructed from these
will also be zero. However, any given realisation may be non-zero
and so will have associated non-zero power spectra with non-zero
expected values.

Because of these issues, it is mathematically convenient, and
sometimes necessary, to ignore the averages and calculate the Stokes
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parameters at a single time or frequency. This assumption is equiv-
alent to removing some level of statistical freedom from the dis-
tribution. For example, assuming the signal to be monochromatic
– which we do in many cases below – will have the same e�ect
as ignoring a temporal average. Specifically, this assumption char-
acterises waves that are 100% polarised, which is what one would
expect from certain monochromatic sources such as binaries.

A significant consequence is that there are fewer degrees of
freedom for the Stokes parameters than when considering the am-
plitude formalism in the above calculations – four Stoke parameters
combine to only give three amplitudes, satisfying I

2 = Q
2+U

2+V
2

for completely polarised waves. More generally the Stokes pa-
rameters for partially-polarised fields satisfy the inequality I

2 �
Q

2 +U
2 +V

2 and their detailed analysis will be left to future work.
As is the case for electromagnetic Stokes parameters, I

GW is
a scalar field and V

GW is pseudo-scalar and so we can construct
b
I/V
`m coe�cients as in equation 1. The combination Q

GW ± iU
GW

are spin-±4, rather than spin-±2 as in electromagnetism, but we
can construct ±4b`m in the same way as equation 10 – using the
spin-±4 spherical harmonics, ±4Ỳ m, instead of spin-±2. The scalar
and pseudo-scalar combinations of ±4b`m are respectively (e.g.
Gubitosi & Magueijo 2017)

b
E
`m( f ) = � 1

2
(+4b`m + �4b`m) ,

b
B
`m( f ) = + i

2
(+4b`m � �4b`m) . (18)

From these harmonics, we can construct four auto-power spectra
and six cross-power spectra, of which C

IV
` , C

IB
` , C

VE
` and C

EB
`

are expected to be zero by parity conservation. Even in the case of
parity violation, the reality of the Stokes parameters leads to power
spectra (including the cross-spectra) that are also real – by the same
logic as in the CMB. This is in contrast to the C

GC
` spectrum in the

amplitude formalism. Additionally, the spin-±4 nature of the linear
polarisation terms means any of the spectra involving E or B will be
identically zero for ` = 0,1,2,3, regardless of parity conservation.
For all cases below, the GW superscript will be dropped.

The reality condition on hµ⌫(t, Æx) can be used to show that
I(� f , k̂) = I( f , k̂), Q(� f , k̂) = Q( f , k̂) and U(� f , k̂) = U( f , k̂) but
V(� f , k̂) = �V( f , k̂). The harmonics therefore satisfy b

N
`m(� f ) =

b
N
`m( f ) for N 2 {I,E,B} and b

V
`m(� f ) = �b

V
`m( f ). All of the

auto-spectra are therefore symmetric in frequency, as are the cross-
spectra that do not include V but are antisymmetric for those that
do.

For any given background defined from the amplitudes (i.e. a
pair of fields on the sphere, h+( f , k̂) and h⇥( f , k̂), satisfying the
constraints), it is clear how to obtain the Stokes parameters from
their definition. For the inverse, in our case of 100% polarisation,
it is almost possible to generate the amplitude signal from a Stokes
parameter background. If h+/⇥ = |h+/⇥ |ei�+/⇥ then

|h+ | =
r

1
2
(I +Q) ,

|h⇥ | =
r

1
2
(I � Q) ,

�+ � �⇥ = arctan
✓
�V

U

◆
(19)

– i.e. h+ and h⇥ can be obtained up to a phase factor. This phase
factor can be defined arbitrarily (and is assumed to be �⇥ ⇠ U(0,2⇡)
where relevant) and does not a�ect the power spectra as it will cancel

in each correlation function (hAh
⇤
A0) that appears in the calculation

of the power spectra.
For many (but not all) examples below, the monopole signal of

I will be very large and so C
I I
0 will be many orders of magnitude

larger than any other spectral term. In such cases, we will instead
present C

I I
` with C

I I
0 = 0, which is equivalent to removing the

monopole. The same idea is used in CMB calculations, where only
the fluctuations about the monopole T0 = 2.73K are considered for
the temperature spectrum and not the monopole itself.

3 GRAVITATIONAL-WAVE BACKGROUNDS

3.1 White noise

The simplest stochastic background that could be considered is
an isotropic, uncorrelated, unpolarised and stationary background –
such as that expected from inflation or a phase transition – satisfying

hhA( f , k̂)h⇤A0( f
0, k̂ 0)i = 1

2
H( f )�( f � f

0)�2(k̂, k̂ 0)�AA0 ,

A, A0 2 {+,⇥} . (20)

Here the �2(k̂, k̂ 0) is a delta function in direction space, i.e.
�2(k̂, k̂ 0) = 0 for k̂ , k̂

0 and
Ø

d2
k̂�2(k̂, k̂ 0) = 1. The aver-

age represents a sample from e.g. a Gaussian distribution, with
di�erent frequencies and directions being uncorrelated. As in
Gair et al. (2014), this will lead to two white power spectra,
C
GG
` ( f ) = C

GG
` ( f ) = C( f ) with no correlation between modes

C
GC
` ( f ) = C

CG
` ( f ) = 0.

More generally, an amplitude background can be anisotropic
and polarised but still spatially uncorrelated and stationary – for
example in a cosmology with a preferred direction or a background
with significant foreground sources, such a binaries within the Milky
Way. Such a background will have

hhA( f , k̂)h⇤A0( f
0, k̂ 0)i = 1

2
gAA0( f , k̂)�( f � f

0)�2(k̂, k̂ 0) ,

A, A0 2 {+,⇥}. (21)

Using the summation properties of spin-weighted spherical har-
monics in equations A4 and A5, it can be shown that, for ` � 2,

C
GG
` ( f ) =C

CC
` ( f ) = 1

4⇡

π
d2

k̂
⇥
g++( f , k̂) + g⇥⇥( f , k̂)

⇤

=
1

8⇡

π
d2

k̂ hI( f , k̂)i , (22a)

C
GC
` ( f ) = � C

CG
` ( f ) = 1

4⇡

π
d2

k̂
⇥
g+⇥( f , k̂) � g⇥+( f , k̂)

⇤

= � i

8⇡

π
d2

k̂ hV( f , k̂)i . (22b)

Other than ` = 0,1, this is independent of ` and so, unless the
amplitudes have correlations between di�erent directions, the power
spectra are always white. We also satisfy the parity constraints
if there is no correlation between the two polarisations or h+ is
statistically identical to h⇥ – in either case this means g+⇥ = g⇥+.
Further, the power spectra in equations 22 are proportional to an
average over all direction of the ensemble average of the I and V

Stokes parameters, respectively. This implies that the power spectra
here are insensitive to linear polarisation (Q and U), and are only
sensitive to the monopole (i.e. direction averaged value) of hIi
and hVi, whose signal strength is spread over ` � 2. In this case,
as mentioned in Section 2.2, the C

GC
` power spectrum is purely
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GW Power spectra
□ Assuming statistical isotropy*, define power spectra

■ Usually ignore frequencies

□ For Stokes, expect sources to have uncorrelated 
polarizations, so dominated by 

□ Stokes are already quadratic in h, so, typically

CGG
ℓ = CCC

ℓ =
1
2

⟨I( f )⟩ CGC
ℓ = − CCG

ℓ = −
i
2

⟨V( f )⟩

*For now

⟨aA
ℓm(aA′ 

ℓ′ m′ )*⟩ = CAA′ 
ℓ δℓℓ′ δmm′ 

CII
ℓ

⟨aA
ℓm( f )aA′ 

ℓ′ m′ 
( f′ )*⟩ = CAA′ 

ℓ δD( f − f′ )δℓℓ′ δmm′ 

A, A′ ∈ {C, G} or {I, V, E, B}



White Dwarfs
□ Following the disk of the Galaxy
■ Stokes parameters are sensitive to structure of the distribution  

(or mask)
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(a) Stokes auto-power spectra (b) Stokes cross-power spectra

(c) Amplitude auto-power spectra (d) Amplitude cross-power spectrum

Figure 3. Power spectra for a white dwarf background. Amplitude power spectra are normalised with respect to ĈGG
2 and Stokes parameters with respect to

ĈVV
0 . For clarity, a horizontal black line shows C` = 0 where appropriate.

(a) log(I/Imax) for a white dwarf background (b) E�ect of the mask on C I I
`

Figure 4. Mollweide plot of the natural log of the I Stokes parameter, normalised with respect to max(I ), for a white dwarf background, and the power spectra
for the I Stokes parameter for all `  50, for I averaged over �` = 4 and for the probability distribution from Fig. 2 (M). The power spectra for the I field are
normalised with respect to Ĉ I I

1 and ĈMM
` with respect to ĈMM

1 .
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(a) Probability of having a white dwarf binary

(b) Positions of white dwarf binaries

Figure 2. Probability distribution and positions of 4464 white dwarf binaries
in a particular simulation. The red lines enclose the region containing 75%
of the binaries and so approximate our mask.

in Fig. 4 we compute the power spectrum for the probability distri-
bution by assuming it to be a scalar field and applying equations 1
and 3. Using this, we can see that, for large scales, the Ĉ

I I
` spec-

trum closely matches the probability distribution, only changing for
small scales (large `) – which follows from the approximately point
source nature of the binaries.

Also plotted in Fig. 4 is the e�ect of the e�ective finite mask
size on the independence of the harmonics. If we assume that there
are some correlations of the scale of �` ⇠ 1/ fsky ⇠ 4, as plotted,
then the majority of the structure on large scale is averaged out. The
broader shape – i.e. a decrease in strength from ` = 1 to ` = 15 –
is still present and so this method could, in principle, still be used
for measurement of the shape of the Galaxy but, for the sake of
generality, will not considered further here.

The cross-spectra that are predicted to be zero by parity conser-
vation (ĈGC

` , Ĉ
EB
` , Ĉ

IV
` , Ĉ

IB
` and Ĉ

VE
` ) are consistent with zero,

as expected, as are several which are not required to be (ĈIE
` and

Ĉ
VB
` ). The latter observation follows from Appendix A3 and be-

cause, in this simulation, the phases are independent and h+ and h⇥
are statistically identical. Despite being consistent with zero, there
appears to be structure in the Ĉ

IV
` spectrum, but this will be mostly

due the fact that the I and V harmonics have a larger magnitude
than the E and B and so the Ĉ

IV
` cross-spectrum will be larger for

any given background.
It is worth noting that, as we have restricted to only a single bi-

nary in any given direction, we have explicitly assumed monochro-
maticity of the source in each direction. As such, the considered
background is 100% polarised and so this presents an upper limit

on the power spectra of the polarisation terms (e.g. C
VV
` , C

EE
` and

C
BB
` ).

In a future work (Brevik et al., 2019, in preparation) we will
consider a more realistic simulation of the white dwarf background
using full population synthesis methods to characterise the distribu-
tion of sources. The characterisation of these simulations in terms
of their angular and frequency spectra will enable experiments such
as LISA to distinguish evolutionary models for the white dwarf
population.

3.3 Single point source

At the time of writing, a stochastic gravitational-wave background is
yet to be detected. Individual signals have, however, been observed.
In this section we consider the e�ect of such a source on the power
spectra. We approximate the spatial distribution of a single point
source by a delta function �2(k̂, k̂0), for some arbitrary direction k̂0.
The fact that is not possible to identify the direction of a gravita-
tional wave point source with the same degree of accuracy as an
electromagnetic signal will only a�ect the sensitivity of a detector,
not the source power spectra.

The predicted power spectra can be computed analytically. For
the general example, h+/⇥( f , k̂) = h+/⇥( f )�2(k̂, k̂0) and N( f , k̂) =
N( f )�2(k̂, k̂0),N 2 {I,Q,U,V}, it can be shown, using equations A4
and A5, that

C
GG
` =C

CC
` ( f ) = 1

4⇡
(|h+ |2 + |h⇥ |2) =

1
4⇡

I( f ) , (28a)

C
GC
` =

1
4⇡

(h+h
⇤
⇥ � h

⇤
+h⇥) = � i

4⇡
V( f ) , (28b)

C
I I
` =

I
2( f )
4⇡
, (28c)

C
VV
` =

V
2( f )
4⇡

, (28d)

C
EE
` =C

BB
` =

1
8⇡

[Q2( f ) +U
2( f )] , (28e)

C
IV
` =

I( f )V( f )
4⇡

, (28f)

C
IE
` =C

IB
` = C

VE
` = C

VB
` = C

EB
` = 0 . (28g)

This means that all of the spectra are expected to be white (ex-
cluding where they are zero by construction) and, as in the white
noise examples, the C

GC
` is imaginary and not necessarily zero by

construction but measures the level of circular polarisation of the
background. That the spectra are predicted to be white follows from
the fact there is a single source in this model and so there is nothing
for the source to correlate with.

The power spectra for a single polarised (h+) signal on the
sky are calculated numerically and plotted in Fig. 5. This single
source gives Stokes parameters of I = Q = |h+ |2 in the same
direction and U = V = 0. Here we can see that, for this simple
example, there are no significant features in any of the auto-power
spectra – they are constant for all `, except where they are zero
by the definition of the spin-weighted spherical harmonics. This is
consistent with the predicted power spectra from equations 28 –
noting that Ĉ

GC
` = Ĉ

VV
` = 0 and Ĉ

EE
` = Ĉ

BB
` = Ĉ

I I
` /2 because

V = 0 and U = 0, respectively.
While the source distribution is not Gaussian (we choose |h+ | =

�2(k̂, k̂0) and �+ ⇠ U(0,2⇡)), the error bars presented in Fig. 5 are
those given by equations 5 and A3 as a representative example.
Note that because the real and imaginary parts of h+ are not equal,
neither are the error bars for R[CGC

` ] and I[CGC
` ].
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Extragalactic sources 
(SMBH binaries)

□ Population statistics as in Mingarelli et al 2017: 
populate known haloes with realisations of 
SMBHBs

□ Spectra dominated by (single) bright source
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(a) Sky location of sources (b) “All-sky” background (c) “Noise” background

Figure 6. Going from continuous gravitational-wave sources to gravitational-wave backgrounds. (a) A sample Monte Carlo realisation from M17: 87 local
nanohertz gravitational-wave sources from 2MASS, marker sizes scaled to show the relative strain of the sources. (b) hI i ' for the gravitational-wave
background generated from the sources on the left hand side, which we call the “all-sky” map. This includes a loud source which is visible in the top centre-right
of the figure. (c) The background without this loud source, which we call the “noise” background. Both hI i ' backgrounds normalised with respect to
max(hI i ' ) from the “all-sky” background – i.e. from the dominant source.

any (but at most two) of Q, U or V as being zero given particular
sets of orientations.

This is important for measurements. If a background were, by
coincidence, made up of signals from face-on or close to face-on
binaries then the overall signal would be significantly stronger than
if they were all edge-on. Because of this, the power spectra for a
given collection of binaries may be detectable or not depending on
the collection of orientations. For a large number of binaries, this
e�ect should be reduced as it is unlikely to have all of the binaries
face-on. However, for a smaller number of sources or (as is the
case in the “all-sky” background) a collection of sources with one
dominant, it is plausible to have the alignments a�ecting the overall
signal in such a way. In such cases, the treatment of the signal as
being Gaussian is perhaps inappropriate.

The “all-sky” spectra are noticeably whiter than the “noise”
spectra, particularly for the C

I I
` spectra. This is related to the single-

source spectra. If we consider the “all-sky” background to be a
sum of the “noise” background and the single dominant source –
i.e. Iall = Inoise + Idominant – then the power spectrum will be a
sum of the two spectra in quadrature – i.e. Ĉ

I I ,all
` = Ĉ

I I ,noise
` +

Ĉ
I I ,dom
` + Ĉ

I I ,cross
` , where the Ĉ

I I ,dom
` will be white as in the

single-source example. As there is actually more power in the single
dominant source than the rest of the background combined (and so
significantly more in the I

2 terms relevant to the power spectra), the
Ĉ
I I ,dom
` will be larger than the other terms and the power spectrum is

white with small modulations. This also explains why the magnitude
of the “all-sky” spectra are so much larger than the “noise”.

A similar consequence of the dominant source can be seen in
Fig. 8(k). Here it can be seen that, though on average it is zero, many
of the simulated backgrounds have non-zero I[CGC

` ]. This is related
to equations 22b and 28b and this spectrum measures the level of
circular polarisation. In the “noise” case this is negligible but for the
“all-sky” version the circular polarisation of the dominant source
can lead to a non-zero sky-average value of V .

Another key observation is the relative levels of various power
spectra. Using equations 31a and 31d, it can be shown that

hĈI I
` i ' =C

hI i ' hI i '
` +

1
4⇡

103
252

’
i

hIii2 ' ,

hĈVV
` i ' =

1
4⇡

115
84

’
i

hIii2 ' , (38)

where the di�erence is primarily due to the fact that hVi ' =
0 and so C

hV i ' hV i '
` = 0. This explains why various spectra

(including hĈI I
` i ' , Ĉ

hI i ' hI i '
` , Ĉ

hI i ' hI i '
` �Ĉ

hV i ' hV i '
` and

hĈI I
` i '�hĈVV

` i ') have the same shape, just shifted by a constant
factor. Some of this shape, particularly for the “noise” example, will
be due to an e�ective mask on the signal. As the electromagnetic
signals (unlike gravitational waves) used to determine the positions
and properties of the galaxies in the 2MASS survey are obscured
by the Galactic plane of the Milky Way, there is a region of the sky
that is e�ectively masked in this simulation. To see this, compare
the masking term in Fig. 4(b) to Fig. 7(a).

As in many previous examples, the Ĉ
EE
` and Ĉ

BB
` have very

similar shapes and are on average (over inclinations and principal
polarisations) equal – as can be seen in Figs 7(f) and 8(f). How-
ever, their di�erence for any given realisation can be of the order of
hCEE
` i ' for any given ` of a background. That they are on aver-

age equal can be explained using Appendix B: it can be shown
that hQ(k̂)Q(k̂ 0)i ' = hU(k̂)U(k̂ 0)i ' and hQ(k̂)U(k̂ 0)i ' =
�hU(k̂)Q(k̂ 0)i ' = 0, it follows that hĈEE

` i ' = hĈBB
` i ' . The

di�erence between the spectra in any particular realisation will be
due to the finite number of sources in the background. This means
that there can be a set of principal polarisations leading to a sta-
tistically significant di�erence in the values of Q and U across the
whole sky. For a sky with a larger number of sources (as in the white
dwarf binary example), this e�ect will be reduced.

3.5 Anisotropy from large-scale structure

The assumption used thus far of independent power and sky-location
for all of the signals is not the complete picture. While the presence
of a SMBHB in a given galaxy will be due to many largely inde-
pendent e�ects, the distribution of galaxies will be correlated due
to large-scale structure. To see the e�ect of this we must consider
a larger number of galaxies. Specifically we use the 5119 galaxies,
out to 225 Mpc, from the 2MASS survey considered by M17. We
compare the power spectrum of the signal from the true distribution
of the galaxies to those where the galaxies have been uniformly re-
distributed across the sky. To do this, we take the “Nanohertz GW”
code (Mingarelli 2017) and set the probability of a given galaxy
hosting a binary to be 1. In real observations, we will be able to
measure gravitational waves from the whole sky, but, as mentioned,
this is not the case with the 2MASS survey and so it is not appro-
priate to simply randomly redistribute all 5119 galaxies. Instead,
we consider a mask over all positions in a band defined by being
less than 0.2 radians from the Galactic plane. This masked region
contains 316 galaxies which are ignored for the rest of the analysis.
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Seeing Large-Scale Structure in 
the GW Background

□ see also, e.g., Cusin, Dvorkin, Pitrou, Uzan, 2017,18,19
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(a) (b) (c)

Figure 10. (a) Power spectra for a single simulation and 1024 isotropisations. The blue curve is the power spectrum for the masked true distribution (C I I ,s
` )

for the same simulation as in Fig. 9(a), the black curve is the mean power spectrum (hĈ I I ,si
` ii ) over 1024 isotropised redistributions with the dashed lines

representing one standard deviation. The green curve is the power spectrum of the mask. All plots are normalised with respect to the quadrupole of the
averaged power spectrum, except for the mask distribution which is normalised with respect to its own quadrupole. (b) Power spectra for Meds (Ĉ I I ,s

` ) and
Medsi (Ĉ I I ,si

` ) – i.e. the median values of Ĉ I I ,s
` and Ĉ I I ,si

` over 128 simulations and 128 ⇥ 1024 isotropisations. The plotted standard deviation is the
median value of �i [Ĉ I I ,si

` ] over 128 simulations. All spectra are normalised with respect to the median value (over all simulations and isotropisations) of
Ĉ I I ,si

2 . The mask spectrum is defined as in (a). (c) The median fractional di�erence between the initial simulations and their respective isotropisations. The
mask spectrum is, again, defined as in (a).

rameter method will often provide more information than the am-
plitude (and in the majority of cases, the most valuable spectrum
to consider is that of the I Stokes parameter – consistent with what
has been studied in the past). As such it will, in general, be the
more appropriate method to analyse the background. We will ap-
ply these techniques to simulations of white dwarf binaries (Brevik
et al., 2019, in preparation) as both a method to characterise the
background and distinguish it from other sources of gravitational
radiation.

One comment should be made on the frequency ranges and
durations of the signals. The white noise backgrounds and point
sources are deliberately left general so as to not be limit to particu-
lar classes of sources, although white dwarf binaries and SMBHBs
in fact emit gravitational waves with mHz and nHz frequencies,
i.e., in the PTA and LISA bands, respectively. We could, in prin-
ciple, consider a background made up of subthreshold sources in
the LIGO band such as the final inspiral of binary neutron stars
and binary black holes. Abbott et al. (2018b) predict that at any
given time there will be 15+31

�12 binary neutron stars or black holes
emitting at 25 Hz and that this background may detectable after 40
months of observations. However, the binaries considered only emit
in the LIGO band for a period of the order of 10–100 s (on aver-
age 14 s for binary black holes and 190 s for binary neutron stars).
Consequently, while these signals will contribute intermittently to
a stochastic background, their non-static nature combined with the
long integration time required mean that it will be di�cult to extract
the directional dependence required to observe angular power spec-
tra. As such, similar, but not identical, sky-averaged techniques will
be required. An alternative and, perhaps, more pertinent example
is that of mountainous neutron stars which will emit comparatively
continuously in the LIGO/Virgo band. In this frequency range, one
di�erence to the studied LISA and PTA examples is that there may
be both Galactic (e.g. Haskell et al. 2015) and extragalactic (e.g.
Ferrari et al. 1999) contributions to the signal.

For the application of these methods to real data, contaminated
by noise and selection e�ects, much work will be necessary, going
from pulsar-timing or gravitational-wave interferometer timestream
data to maps of the background, e.g. Renzini & Contaldi (2018),
and then to the spectra and related likelihood functions. Estimations

of backgrounds made up of small numbers of sources, or examples
with a single source that provides a significant part of the signal,
will be subject to non-Gaussian statistics and it could be argued
that the angular power spectra are not appropriate, or at least do
not show the full picture. We expect that methods from the analysis
of the CMB (e.g. Bond et al. 1998; Hivon et al. 2002; Planck
Collaboration 2016a), large-scale structure (e.g. Alam et al. 2017),
and weak lensing (e.g. Alsing et al. 2017) will be particularly useful
and we will pursue these techniques in future work.
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Detection: 
Pulsar Timing

□ Millisecond pulsars (Backer et al 1982 — Arecibo 😢): 
phenomenal clocks
■ intrinsic short-term noise of tens of ns on ms pulses

□ Pulse train traverses intervening spacetime and therefore 
sensitive to gravitational waves.

□ Encoded in timing residuals, considered as redshifts: 

□ ⇒ Hellings-Downs curve for correlation fn

4

With the Dirac delta function in this parametrization, we
are still preserving the assumption that di↵erent Fourier
modes are uncorrelated. We are also assuming that
the frequency dependence of the GW background is the
same in all directions3 and that the + and ⇥ modes are
still equally populated (i.e., that the background is un-
polarized). The sum over spherical harmonics allows,
however, for the most general angular dependence of
the gravitational-wave flux, parametrized by spherical-
harmonic coe�cients gLM . Here, the gravitational-wave
power spectrum is Ph(k), and an isotropic background is
recovered for gLM ! 0 for all L > 0. In this model, the
gLM are the spherical harmonic coe�cients of the map
of total gravitational-wave power.

Since the term in the brackets in Eq. (13) must be
positive, the spherical-harmonic coe�cients are restricted
to be gL0 

p
4⇡/(2L+ 1), and a roughly similar bound

applies to
p
2RegLM and

p
2 ImgLM for M 6= 0.

B. Resulting timing-residual BiPoSH coe�cients
(and angular power spectrum)

We now calculate the BiPoSH amplitude that arises
from a GW background of the form in Eq. (13), based on
its imprint, Eq. (3). If the GW direction is taken to be
k̂ = ẑ, then this becomes

z(n̂; k̂ = ẑ) = h+(1 � cos ✓) cos 2�+ h⇥(1 � cos ✓) sin 2�,
(14)

where h+ and h⇥ (both most generally complex) are the
amplitudes of the + and ⇥ polarizations.

This plane wave is described by spherical-harmonic co-
e�cients,

z`m(ẑ) = z` [h+(�m2 + �m,�2) + ih⇥(�m2 � �m,�2)]

= z` [(h+ + ih⇥)�m2 + (h+ � ih⇥)�m,�2] ,

(15)

where we defined

z` ⌘ (�1)`

s
4⇡(2`+ 1)(` � 2)!

(`+ 2)!
. (16)

From this result, we can construct the spherical-harmonic
coe�cients for a plane wave in any other direction. To
do so, we write

z(n̂; k̂) =
X

`mm0

Y`m(n̂)D(l)
mm0(�k, ✓k, 0)z`m0(ẑ) , (17)

where D
(`)
mm0(�k, ✓k, 0) are the Wigner rotation func-

3 This restriction is irrelevant, given that the angular pattern in-
duced by a gravitational wave is independent of the GW fre-
quency.

tions.4 We thus infer, given Eq. (15), which restricts
the m

0 sum to ±2, that a gravitational wave moving in
the k̂ direction imprints a pulsar-timing-residual pattern
described by spherical-harmonic coe�cients,

z`m(k̂) =
X

m0

D
(`)
mm0(�k, ✓k, 0)z`m0(ẑ)

= z`

h
(h+ + ih⇥)D

(`)
m2 + (h+ � ih⇥)D

(`)
m,�2

i
,

(18)

where h+ and h⇥ are the GW amplitudes for this wave,
and the arguments of the rotation matrices are (�k, ✓k, 0).
Given this result, we can now calculate the BiPoSH

coe�cients for a direction-dependent power spectrum of
the form given in Eq. (13). We start by noting that a
given gravitational-wave pattern is described by a set of
amplitudes h+(~k) and h⇥(~k) for each possible wavevector
~k. The spherical-harmonic coe�cients induced by this
gravitational-wave pattern are

z`m =
p
2z`

Z
d
3
k

(2⇡)3

h
hR(~k)D

(`)
m2 + hL(~k)D

(`)
m,�2

i
, (19)

where hR(~k) = 2�1/2(h+ + ih⇥)(~k) and hL(~k) =

2�1/2(h+ � ih⇥)(~k). The correlation between any two
spherical-harmonic coe�cients is therefore

hz`mz
⇤
`0m0i = z`z`0

Z
d
3
k

(2⇡)3
Ph(k)

"
1 +

X

LM

gLMYLM (k̂)

#

⇥
h
D

(`)
m2(k̂)

⇣
D

(`0)
m02(k̂)

⌘⇤

+D
(`)
m,�2(k̂)

⇣
D

(`0)
m0,�2(k̂)

⌘⇤i
. (20)

After performing the integral over directions k̂ we find
an expression for hz`mz

⇤
`0m0i of the form Eq. (8) with

C` =
z
2
`

2`+ 1
I, (21)

and

A
LM
``0 = (�1)`�`0(4⇡)�1/2

gLMz`z`0H
L
``0I, (22)

where

H
L
``0 ⌘

✓
` `

0
L

2 �2 0

◆
, (23)

in terms of Wigner-3j symbols, and we defined
I ⌘ [4⇡/(2⇡)3]

R
k
2
dk Ph(k). The two terms in Eq. (20)

4 Strictly speaking, this rotation most generally involves three Eu-
ler rotations. We will always choose, however, the + and ⇥
polarizations to align with the ✓̂-�̂ directions. The rotation thus
involves first a rotation about the ẑ direction by the azimuthal
angle �k of k̂ = (✓k,�k) and then another rotation by the polar
angle ✓k.
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detectable anisotropy beginning with a dipole and then
generalizing to anisotropies of higher-order multipole mo-
ment and then the anisotropy due to a beam of uncorre-
lated unpolarized gravitational waves from a specific di-
rection. Section VIII describes how the previous results,
obtained for a single timing-residual map, are generalized
to incorporate the multiple maps that may be obtained
from time-domain information. We discuss the extension
to astrometry and make closing remarks in Section IX.

II. HARMONIC AND REAL-SPACE ANGULAR
OBSERVABLES

PTA measurements are characterized by the tempo-
ral evolution of the timing residuals and the dependence
of the observables as a function of position on the sky.
Here we focus primarily on the angular structure. To
simplify, we speak here of the “timing residuals” z(n̂)
measured in a PTA as a function of position n̂ on the
sky. These “timing residuals,” in a more complete anal-
ysis, will be obtained from some convolution of the tim-
ing residuals (TRs) with a time-sequence window func-
tion (and there may well be a number of such timing
residuals that are obtained from convolutions of the full
timing-residual data with di↵erent time-sequence win-
dow functions—more on this in Section VIII). Strictly
speaking, therefore, each appearance of a GW power
spectrum Ph(k) in the expressions below should be re-
placed by Ph(k) [W (k)]2 where W (k) is an appropriate
time-domain window function.

Any such timing residual z(n̂) can be expanded

z(n̂) =
1X

`=2

X̀

m=�`

z`mY`m(n̂), (1)

in terms of spherical harmonics Y`m(n̂), which constitute
a complete orthonormal basis for scalar functions on the
two-sphere. The expansion coe�cients are obtained from
the inverse transform,

z`m =

Z
d
2
n̂ z(n̂)Y ⇤

`m(n̂). (2)

The sum in Eq. (1) is only over ` � 2, as the transverse-
traceless gravitational waves that propagate in general
relativity give rise only to timing-residual patterns with
` � 2. We assume that the timing residuals (convolved
with a time-sequence window function) are real, and so
z
⇤
`m = (�1)mz`,�m. 1 Note that specification of z(n̂) is
equivalent to specification of z`m and vice versa—they
are two di↵erent ways to describe the same observables.

1 In time-frequency Fourier space, z(f) would be complex, but
satisfy a similar reality condition.

III. POWER SPECTRUM AND CORRELATION
FUNCTION

The timing residuals z(n̂, k̂) arising from a gravita-
tional wave with polarization tensor hab moving in di-
rection k̂ are given by

z(n̂; k̂) =
n
a
n
b
hab

2(1 + k̂ · n̂)
. (3)

Strictly speaking, the timing residuals are observed as
a function of time, but the angular pattern here is that
after those time-domain data have been convolved with a
time-domain window function so that the resulting map
z(n̂) is then real.
As discussed in Refs. [21, 35] (and below), the

rotationally-invariant observed power spectrum C` /P
m |z`m|2/(2`+ 1) for this plane wave is

C` / (` � 2)!

(`+ 2)!
. (4)

Since Eq. (3) is a scalar and linear in hab, the timing
residuals from any collection of plane waves—i.e., any
gravitational-wave signal—will have the power spectrum
of Eq. (4).2 If the timing residuals z(n̂) arise from a
realization of a statistically isotropic gravitational-wave
background, then the spherical-harmonic coe�cients z`m
of the observed z(n̂) map will satisfy

hz`mz
⇤
`0m0i = C` �``0�mm0 , (5)

where the angle brackets denote and average over all re-
alizations of the gravitational-wave background, and �``0

and �mm0 are Kronecker deltas. Eq. (5) states that if the
GW background is statistically isotropic then all of the
z`m are uncorrelated and that each z`m is some number
selected from a distribution of variance C`. The result-
ing map, z(n̂), is then real after convolution with the
appropriate time-domain window function.
The timing-residual power spectrum is related to the

two-point autocorrelation function,

C(⇥) = hz(n̂)z(m̂)in̂·m̂=cos⇥ =
X

`

2`+ 1

4⇡
C`P`(cos⇥);

(6)
i.e., the product of the timing residuals in two di↵er-
ent directions separated by an angle ⇥, averaged over all
such pairs of directions. The two-point autocorrelation
function from a stochastic GW background is the classic
Hellings-Downs curve,

C(⇥) / (1/2)(1� x) log


1

2
(1 � x)

�
� 1

6


1

2
(1 � x)

�
+

1

3
.

(7)

2 It is mathematically possible—e.g., from a standing wave com-
posed of two identical gravitational waves moving in opposite
directions— to get a di↵erent ` dependence, but hard to imagine
how any astrophysical scenario could produce a power spectrum,
that di↵ers.

single realization will only approximately reproduce it. We will
discuss this further in Section 4.3.

4. VARIANCE IN THE POWER SPECTRUM AND THE
HELLINGS & DOWNS CURVE

In this section we will discuss the relationship between the
power spectrum of the redshift map and the Hellings & Downs
curve. We will explore how variance around the !ducial power
law power spectrum affects the shape of the two-point
correlation function in the GWB models previously discussed.
Since redshifts may be readily converted into timing residuals
independently of angle, the following analysis applies to both.

4.1. The Power Spectrum is the Harmonic Transform of the
Hellings & Downs Curve

In the standard PTA analysis, timing residuals from different
pulsars are correlated. This process should average away
effects of noise, which is expected to be uncorrelated between
different pulsars (e.g., Lommen 2015). Correlations due to
passing GWS in the timing residuals of two pulsars separated
by an angle ! are expected to take the form of the Hellings &
Downs curve (Hellings & Downs 1983):
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This is a real-space two-point correlation function (also
sometimes referred to as an overlap reduction function). It is an
especially useful statistic for a Gaussian random !eld, since the
statistics of such a !eld can be described entirely by the mean
(one-point function) and standard deviation (two-point func-
tion), e.g., Allen & Romano (1999). For symmetric !elds such
as the GWB or the CMB, the mean vanishes, ensuring that the
two-point function contains the entire statistical information of
the !eld.

If we consider taking the two-point function of a large
number of points across the sky (e.g., the pixels in a map such
as those shown in Figure 1), it becomes sensible to de!ne a
harmonic-space analog of the two-point correlation function.
This function is the power spectrum discussed earlier, and the
conversion between the two forms may be written

(Dodelson 2003) as
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where Cl is given by Equation (17).
A proof for this relation is shown in Gair et al. (2014),

although they use different notation: their Cl is a constant since
they are concerned with the power spectrum of the GW point
source distribution. Their additional factor of Nl

2 is equivalent
to the l-scaling in our choice of Cl, and represents the effect of
the pulsar response function.
An additional concern is the normalization of Equation (17)

required to reproduce the standard form of the Hellings &
Downs relation. This can be found from Equation (19), as done
by Gair et al. (2014), or by considering Parseval’s theorem for
spherical harmonics:
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Doing the sum produces a factor of 1/3, so the normalization
of the power spectrum required to satisfy this constraint is
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Since the Hellings & Downs curve is the map space version
of the expected form of the angular power spectrum, any
effects which modify the power spectrum can be converted into
potentially measurable effects on the two-point correlation
function.

4.2. Variance in the Hellings & Downs Curve for a Single
Gravitational Wave Source

For a single source of GWs at the north pole, we were able to
calculate the alm exactly (up to a rotation). The only uncertainty
left is in the amplitudes of the two polarizations, which will be

Figure 3. The redshift pattern produced for an edge-on single source at the
north pole with GW amplitude � = -10 16 and "!=!0. For this example, there
is no imaginary component. The integrated redshift term which affects the
pulsar timing residuals looks very similar, but has a maximum amplitude of
� pif2 , rather than �. Figure 4. The power spectrum for z maps containing several random sources

with amplitude�. One source produces a power spectrum that scales exactly as
+ + - -l l l l2 1 1 1[( )( )( )( )] . Adding a second source has two effects:

increasing the amplitude and inducing small interference ripples around the
!ducial power law. Adding more sources to the map will continually increase
the amplitude and change the ripples, but they will remain a secondary effect.
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III. POWER SPECTRUM AND
CORRELATION FUNCTION

If the redshifts z(n̂) arise from a realization of a statis-
tically isotropic gravitational-wave background, then the
statistics of the observable z(n̂) map can be described en-
tirely in terms of the angular power spectrum C`, defined
by

ha`ma
⇤
`0m0i = C` �``0�mm0 , (3)

where the angle brackets denote an average over all real-
izations, and �ll0 and �mm0 are Kronecker deltas. Eq. (3)
states that all of the a`m are uncorrelated and that each
a`m is some number selected from a distribution of vari-
ance C`. A stochastic (transerverse-traceless) GW back-
ground has a power spectrum,

C` /
(`� 2)!
(` + 2)!

. (4)

This statement is true regardless of whether the back-
ground is statistically isotropic or not. Even a single
plane wave will produce this power spectrum, and any
uncorrelated collection of plane waves will produce this
power spectrum. It is mathematically possible (e.g., if
you consider a standing wave composed of two identical
GWs moving in opposite directions) to get a di↵erent `

dependence, but hard to imagine how any astrophysical
scenario could produce a power spectrum that di↵ers.

The power spectrum is related to the two-point auto-
correlation function,

C(⇥) = hz(n̂)z(m̂)in̂·m̂=cos ⇥ =
X

`

2` + 1
4⇡

C`P`(cos ⇥);

(5)
i.e., the product of the redshifts in two di↵erent directions
separated by an angle ⇥, averaged over all such pairs
of directions. The two-point autocorrelation function
from a stochastic GW background is the classic Hellings-
Downs curve,

C(⇥) / (1/2)(1� x) log

1
2
(1� x)
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(6)
Again, the two-point autocorrelation function has this
form regardless of whether the GW background is statis-
tically isotropic or otherwise.

Since the power spectrum C` and two-point autocorre-
lation function C(⇥) do not depend on whether the back-
ground is isotropic or otherwise, the natural first step in
any e↵ort to detect a GW bacgkround is to establish from
the data that these are nonzero. Formulas to derive C`

from (idealized) data are provided below.

A. Bipolar spherical harmonics

There is, however, far more information in a map z(n̂)
(or equivalently, its set of z`m) than that provided by the

power spectrum and two-point autocorrelation function.
The most general correlation between any two a`ms can
be written (see, e.g., Ref. [23]),

ha`ma
⇤
`0m0i = C`�``0�mm0

+
1X

L=1

LX

M=�L

(�1)m0
h`m `

0
, �m

0|LMiALM
ll0 ,

(7)

where C` is the (isotropic) power spectrum introduced
above, h`m `

0
m
0|LMi are Clebsch-Gordan coe�cients,

and the A
LM
ll0 are BiPoSH coe�cients. Note that the

power spectrum C` can be identified possibly up to a
sign as A

00
`` /
p

2` + 1.
In configuration space, the most general spatial two-

point correlation function is then

C(n̂, m̂) = C(⇥)+
X

``0LM

A
LM
ll0 {Y`(n̂)⌦Y`0(m̂)}LM , (8)

where

{Y`(n̂)⌦Y`0(m̂)}LM =
X

mm0

h`m `
0
m
0|LMiY`m(n̂)Y`0m0(m̂),

(9)
are the bipolar spherical harmonics (BipoSHs), and again
the sum in Eq. (8 is for L � 1. These BiPoSHs consti-
tute a complete orthonormal basis for functions of n̂ and
m̂ in terms of total-angular-momentum states labeled by
quantum numbers L and M composed of angular mo-
mentum states with l and l

0; they are an alternative to
the outer product of the {l, m} and {l0,m0} bases.

As Eq. (8) indicates, the Hellings-Downs curve C(⇥)
considers information obtained only from the angular
separation ⇥ between two directions n̂ and m̂, but dis-
regards any information about the specific directions n̂

and m̂. This additional information is parametrized with
BiPoSHs in terms of BiPoSH coe�cients A

LM
``0 that char-

acterize departures from statistical isotropy. If there is a
dipolar power anisotropy (higher flux of GWs from one
direction than from the opposite direction), it is charac-
terized by the L = 1 (dipolar) BiPoSHs, and the di↵erent
M = 0,±1 components provide the spherical-tensor rep-
resentation of the dipole. A quadrupolar power asymme-
try (e.g., as might arise if there were GWs coming from
the ±ẑ direction) are characterized by the L = 2 BiPoSH
coe�cients, and so forth. Below we will focus primarily
on the dipole, L = 1.

B. Measurement

We now discuss how to measure these anisotropy coef-
ficients. We suppose that the “data” we are provided
come in the form of a collection of measured values
z
data
`m = z`m + z

noise
`m each of which has a contribution

z`m from the signal and another z
noise
`m from measure-

ment noise. We assume that the noise in each z
noise
`m are
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Statistical Anisotropy
□ Arbitrary spherical correlations described by 

bipolar spherical harmonic coefficients  
(Hajian & Souradeep 2003)

□ Here, model the background as

□ Equivalently, in terms of Stokes:
■ (e.g., Taylor et al 2015) 
■ Similar to model for CMB power asymmetry

I( ̂k) = ∑
LM

gLM YLM( ̂k)

⟨zℓmz*ℓ′ m′ ⟩ = Cℓδℓℓ′ δmm′ +
∞

∑
L=1

+L

∑
M=−L

(−1)m′ ⟨ℓ, m, ℓ′ , − m′ |LM⟩ ALM
ℓℓ′ 

⟨hs( ⃗k )h*s′ (
⃗k′ )⟩ =

1
4

δss′ (2π)3δD( ⃗k − ⃗k ′ )Ph(k) × [1 +
∞

∑
L=1

+L

∑
M=−L

gLMYLM( ̂k)]



Detecting Anisotropy
□ Timing residual spectra

□ Detectability — isotropic signal-to-noise:

□ Gives inverse variance on anisotropy

Czz
ℓ =

(ℓ − 2)!
(ℓ + 2)!

Δ2
h Δ2

h = ∫
d3k

(2π)3
Ph(k)

(SNR)2 =
ℓmax

∑
ℓ=2

2ℓ + 1
2 ( Cℓ

Nzz )
2

(ΔgLM)−2 =
27

16π3 ∑
ℓℓ′ pairs

[HL
ℓℓ′ zℓz′ ℓ(SNR)Nzz]2

(Cℓ + Nzz)(Cℓ′ + Nzz)

→
1

8π ∑
ℓℓ′ pairs

(2ℓ + 1)(2ℓ′ + 1)(HL
ℓℓ′ )

2



Dipole anisotropy
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FIG. 1. The smallest detectable (at the 3� level) dipole-
anisotropy coe�cient g1M (multiplied by

p
3/4⇡). Results

are shown as a function of the signal-to-noise ratio for the
isotropic GW signal and for several values of the maximum
timing-residual multipole moment `max (which is `max '

p
Np

in terms of the number Np of pulsars).

on the sky; the sensitivity to higher-`modes will be expo-
nentially reduced. We then plot in Fig. 1 the smallest de-
tectable (at the & 3� confidence level) dipole-anisotropy
amplitude g1M as a function of the signal-to-noise ratio
SNR with which the isotropic signal is detected and for
di↵erent numbers of pulsars. The results can be under-
stood by noting that Eq. (31) becomes, in the SNR ! 1
limit and in the limit `max � 1,

g1M,min ⇠ 6
p
2⇡

`max
, as SNR ! 1. (32)

However, this asymptotic limit is reached only for very
large SNR, given the very rapid decrease of C`/N

zz with
`. In more physical terms, the anisotropy is inferred
through correlations between spherical-harmonic modes
of di↵erent `, and so individual modes of higher `must be
measured with high signal-to-noise. The steep dropo↵ of
C` with ` (each of the seven ` = 3 moments has a signal-
to-noise that is smaller by a factor of 5 than that for
each quadrupole moment) requires that the isotropic sig-
nal (which is very heavily dominated by the quadrupole)
be detected with very high significance. In the low-SNR
limit, Eq. (31) is approximated,

g1M,min ⇠ 28

SNR
, as SNR ! 0; (33)

given the rapid decrease of the summand with ` in this
low-SNR limit, this result is obtained for any `max � 3.
In practice, this SNR ! 0 limit is somewhat academic
(and optimistic), as the factor C`=2/N

zz in the denom-
inator of the summand in Eq. (31) is already 1.8 for
SNR = 3. Thus, the numerical result is a bit larger, even
for SNR = 3, than indicated by Eq. (33). The numerical

results in Fig. 1 then indicate that the scaling with higher
SNR is more like (SNR)�1/2 rather than (SNR)�1 at
higher SNR, and that the SNR ! 1 limit (the “pulsar-
number–limited regime”) is achieved for SNR & 1000.
This can be understood by noting that, for example, the
C`/N

zz in the denominator of the summand in Eq. (31)
does not reach unity until the signal-to-noise ratio grows,
for ` = 4, to SNR & 60, and for ` = 8, to SNR & 1500.
This then shows that the benefit of & 16 (& 64) pulsars
for this particular measurement is limited until the GW
signal is detected at SNR & 60 (& 1500).
If we wanted first to simply establish the existence of a

dipole, without specifying its direction, then our observ-
able would be the overall dipole amplitude,

d =

r
3

4⇡

"
X

M

|g1M |2
#1/2

, (34)

where we have included the factor of
p
4⇡ so that d 

1. The SNR with which this can be established is thenp
3 times that with which any individual g1M can be

measured, and so the smallest detectable (at 3�) dipole
has an amplitude

dmin ' 8

SNR
, as SNR ! 0,

dmin ' 4

`max
, as SNR ! 1, (35)

again noting that the SNR ! 0 limit is likely overly
optimistic for SNR & 3 and the SNR ! 1 limit is valid
for `max � 1.

B. Higher L modes

The results for higher L of the smallest detectable gLM

are easily obtained by numerical evaluation of Eq. (30)
and shown for di↵erent `max and (SNR) in Fig. 2.
The qualitative dependence of the results are similar to
those for g1M,min, although the sensitivity to higher-L
anisotropies is reduced a bit (e.g., by about 50% for
L = 5) relative to the dipole sensitivity.

C. A gravitational-wave beam

Suppose that a gravitational-wave signal has been de-
tected and that we wish to determine the fraction of the
local gravitational-wave energy density coming from a
specific direction. To be more precise suppose that we
model the gravitational-wave signal as an isotropic un-
correlated background plus a flux of gravitational waves
all coming from some specific direction (e.g., the direc-
tion of some specific SMBH binary candidate), which we
take to be in the ẑ direction, that makes up a fraction
f of the local GW energy density. This situation is de-
scribed by anisotropy coe�cients gLM =

p
4⇡iLf�M0.
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FIG. 4. The smallest detectable dipole coe�cient g1M,min

as a function of the total signal-to-noise for `max = 8. The
di↵erent curves show results obtained for di↵erent numbers of
statistically independent maps assuming that the total SNR

is distributed equally among all these maps.

Given the likely (given the most promising astrophysi-
cal scenarios) decrease of the signal with GW frequency,
however, the signal-to-noise will probably be dominated
by a small subset of the maps (those at the lowest fre-
quencies). If so, then nhigh may be far smaller than nw,
and the sensitivity, from multiple maps, to anisotropy
will be only marginally improved over the single-map es-
timate in Eq. (32).

IX. DISCUSSION

We have discussed the search for anisotropy in a
PTA-detected gravitational-wave signal in terms of
bipolar spherical harmonics for idealized measurements
parametrized in terms of the number of pulsars (assumed
to be uniformly distributed on the sky) and the signal-
to-noise ratio (SNR) with which the isotropic signal is
established. We focussed our attention first on the case
of a single timing-residual map z(n̂) (obtained from the
convolution of the data with a single time-domain win-
dow function) and then discussed the generalization to
multiple maps (which take into account more of the time-
domain information).

We considered a search for anisotropy in an uncor-
related and unpolarized GW background in which the
anisotropy is independent of GW frequency. In this
case, the anisotropy is parametrized entirely in terms
of spherical-harmonic coe�cients gLM . We derived the
optimal estimators for these gLM for idealized measure-
ments in which Np pulsars are distributed roughly uni-
formly on the sky and the same timing-residual noise in
each pulsar. We then obtain the variance with which
each gLM can be determined; this variance is expressed

in terms of the signal-to-noise with which the isotropic
signal is detected and in terms of the number of pulsars.
The main qualitative upshot of the analysis is that the

isotropic signal will have to be established very well be-
fore there is any possibility to detect anisotropy. The
reason stems from the the fact that the anisotropy is ob-
tained (for odd L) through cross-correlation of spherical-
harmonic modes z`m of the timing-residual map of dif-
ferent ` and from the fact (inferred from Eq. (24)) that
94% of the (SNR)2 for the isotropic signal comes from
` = 2, with only 6% coming from higher modes. Our
numerical results in Fig. 1 show that with a single map
it will require the isotropic signal to be established with
SNR & 1000 before even the maximal dipole anisotropy
can be distinguished, at the 3� level, from a statisti-
cally isotropic background. This would, moreover, re-
quire & 60 pulsars spread uniformly over the sky. The
sensitivity to a dipole signal can be improved with more
pulsars and/or (as Fig. 4 shows) with multiple maps,
constructed with di↵erent statistically-independent time-
domain window functions. This latter improvement can
be achieved requires, however, only if the signal-to-noise
is spread evenly among these di↵erent maps. Fig. 2 indi-
cate the additional challenge facing a search for higher-
order anisotropy.
When discussing the prospects to detect anisotropy, we

must be careful to state clearly the question we are trying
to answer. Here we have focused on the sensitivity to de-
partures from statistical isotropy parametrized in terms
of spherical-harmonic coe�cients gLM , under the null hy-
pothesis of a statistically-isotropic background. This sen-
sitivity is limited not only by measurement noise, but also
by cosmic variance. In our null hypothesis of a statisti-
cally isotropic signal, the spherical-harmonic coe�cients
z`m for the map are selected, in the limit of no-noise mea-
surements, from a distribution with variance C`. Depar-
tures from statistical isotropy show up, roughly speaking,
in terms of disparities between the amplitudes of the dif-
ferent m modes for a given `. The conclusion of our anal-
ysis is that this is di�cult to establish given the variance
C` under the null hypothesis.
A measurement that is consistent with statistical

isotropy may still well exhibit some evidence that the
local GW background is a realization that exhibits
anisotropy. Suppose, for example, that we had pre-
cise measurement of the five timing-residual quadrupole
moments z2m and found that the z22 and z2,�2 com-
ponents were significantly larger than the other three
quadrupole moments. Our calculation [obtained by eval-
uating Eq. (30) with only the ` = `

0 = 2 term] indicates
that it would be impossible to infer from this measure-
ment any departure from statistical isotropy. Still, if such
a result were observed, it would indicate that the local
GW signal is coming primarily from the ±ẑ direction.
If there was indeed a strong candidate GW source (e.g.,
a SMBH-binary candidate) in the ẑ direction, then this
observation would provide some evidence that the GW
signal was coming predominantly from that source.

Single map Multiple maps (frequencies)



Smaller-scale structure
□ Smaller-scale structure 

somewhat harder to 
detect 

□ Detectability of a 
single dominant source 
plus background 7
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FIG. 2. The smallest detectable anisotropy coe�cient gLM ,
for L = {1, 2, 8, 20}, as a function of the total SNR with which
the isotropic GW signal is detected. Results are provided for
`max = {8, 8, 8, 20} respectively for the di↵erent L.

FIG. 3. For `max = 8, the smallest detectable dipole-
anisotropy amplitude d (which is 3�1/2 times the g1M,min

plotted in Fig. 1), and the smallest detectable quadrupole-
anisotropy amplitude, shown together with the smallest de-
tectable (again, at 3�) beam amplitude f obtained with mea-
surements of gL0 up to L=8 is fmin ' 0.28 in the high SNR
limit.

The minimum-variance estimator for the amplitude f is
then obtained by summing the minimum-variance esti-
mators for gL0 (scaled by

p
4⇡iL), with inverse-variance

weighting. In Fig. 3, we plot the smallest f using the
results above for gLM,min for L  8, detectable with mea-
surements of gLM up to L = 8, as a function of SNR from
a single map and find it approaches fmin ' 0.28 in the
SNR & 1000 regime.

VIII. MULTIPLE MAPS

So far, we have assumed that there is a single timing-
residual map z(n̂) obtained by convolving the time-
domain data with a single window function. Suppose,
however, that the time-domain data are convolved with
nw di↵erent time-domain window functions that have
negligible overlap in frequency space (or in phase). For
example, if we were to have measurements performed,
every two weeks for ⇠ 10 years, yielding ⇠ 250 measure-
ments for each pulsar, the time-domain window functions
could be taken to be the ⇠ 250 di↵erent time-domain
Fourier modes. In this case, we will have nw ⇠ 250 sta-
tistically independent timing-residual maps z

i(n̂), with
i = 1, 2, . . . , nw. If the Hellings-Downs power spectrum
is detected with signal-to-noise ratio (SNR)i in each in-
dividual map i, then the signal-to-noise ratio (squared)
for the entire experiment, after co-adding all the infor-
mation, will be (SNR)2 =

P
i(SNR)

2
i .

The optimal estimator for any given gLM is then ob-
tained by adding (with inverse-variance weighting) the

estimators g
i
LM

V

from each map i; i.e., we augment
Eq. (28) with an additional sum over i and replace the
SNR, the power spectrum C`, and noise power spectrum
N

zz by those—(SNR)i, C
i
`, and N

zz
i —associated with

the ith map:

(�gLM )�2 =
27

16⇡3

X

i

X

``0

(HL
``0z`z`0(SNR)iN

zz
i )2

(Ci
` +N

zz
i )(Ci

`0 +N
zz
i )

.

(36)
The SNR, power spectrum, and noise power spectrum for
each map are related by

C
i
` =

3

⇡

r
3

2

z
2
`

2`+ 1
N

zz
i (SNR)i, (37)

In the SNR ! 0 limit, these replacements result (givenP
i(SNR)

2
i = (SNR)2) in the same anisotropy sensitivity

as inferred for a single map in this limit in Eq. (33). If,
however, the signal-to-noise ratio SNRi in some number
nhigh of maps is high enough (e.g., (SNR)i & 60 for Np =
16 or (SNR)i & 1500 for Np = 64) that pulsar-number–
limited regime is reached in each individual map, then
the sensitivity to anisotropy can be improved by a factorp
nhigh relative to that, Eq. (32), as shown in Fig. 4. It

must be kept in mind that the improvement shown in
Fig. 4 possible with additional maps is achieved only if
the total SNR is split evenly among all of these many
maps.
The remaining question, then, is how the total signal-

to-noise is distributed among the maps. In the best-
case scenario, it will be distributed equally among the
nw maps. If so, then sensitivity to anisotropy could be
improved, in principle, by the factor

p
nw over that in

Eq. (32), as shown in Fig. 4. This improvement would
require, however, that the total signal-to-noise be ⇠ p

nw

larger than that (SNR & 60 for Np = 16 and SNR & 1500
for Np & 64) for a single map.
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FIG. 2. The smallest detectable anisotropy coe�cient gLM ,
for L = {1, 2, 8, 20}, as a function of the total SNR with which
the isotropic GW signal is detected. Results are provided for
`max = {8, 8, 8, 20} respectively for the di↵erent L.
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FIG. 3. For `max = 8, the smallest detectable dipole-
anisotropy amplitude d (which is 3�1/2 times the g1M,min

plotted in Fig. 1), and the smallest detectable quadrupole-
anisotropy amplitude, shown together with the smallest de-
tectable (again, at 3�) beam amplitude f obtained with mea-
surements of gL0 up to L=8 is fmin ' 0.28 in the high SNR
limit.

The minimum-variance estimator for the amplitude f is
then obtained by summing the minimum-variance esti-
mators for gL0 (scaled by

p
4⇡iL), with inverse-variance

weighting. In Fig. 3, we plot the smallest f using the
results above for gLM,min for L  8, detectable with mea-
surements of gLM up to L = 8, as a function of SNR from
a single map and find it approaches fmin ' 0.28 in the
SNR & 1000 regime.

VIII. MULTIPLE MAPS

So far, we have assumed that there is a single timing-
residual map z(n̂) obtained by convolving the time-
domain data with a single window function. Suppose,
however, that the time-domain data are convolved with
nw di↵erent time-domain window functions that have
negligible overlap in frequency space (or in phase). For
example, if we were to have measurements performed,
every two weeks for ⇠ 10 years, yielding ⇠ 250 measure-
ments for each pulsar, the time-domain window functions
could be taken to be the ⇠ 250 di↵erent time-domain
Fourier modes. In this case, we will have nw ⇠ 250 sta-
tistically independent timing-residual maps z

i(n̂), with
i = 1, 2, . . . , nw. If the Hellings-Downs power spectrum
is detected with signal-to-noise ratio (SNR)i in each in-
dividual map i, then the signal-to-noise ratio (squared)
for the entire experiment, after co-adding all the infor-
mation, will be (SNR)2 =

P
i(SNR)

2
i .

The optimal estimator for any given gLM is then ob-
tained by adding (with inverse-variance weighting) the

estimators g
i
LM

V

from each map i; i.e., we augment
Eq. (28) with an additional sum over i and replace the
SNR, the power spectrum C`, and noise power spectrum
N

zz by those—(SNR)i, C
i
`, and N

zz
i —associated with

the ith map:

(�gLM )�2 =
27

16⇡3

X

i

X

``0

(HL
``0z`z`0(SNR)iN

zz
i )2

(Ci
` +N

zz
i )(Ci

`0 +N
zz
i )

.

(36)
The SNR, power spectrum, and noise power spectrum for
each map are related by

C
i
` =

3

⇡

r
3

2

z
2
`

2`+ 1
N

zz
i (SNR)i, (37)

In the SNR ! 0 limit, these replacements result (givenP
i(SNR)2i = (SNR)2) in the same anisotropy sensitivity

as inferred for a single map in this limit in Eq. (33). If,
however, the signal-to-noise ratio SNRi in some number
nhigh of maps is high enough (e.g., (SNR)i & 60 for Np =
16 or (SNR)i & 1500 for Np = 64) that pulsar-number–
limited regime is reached in each individual map, then
the sensitivity to anisotropy can be improved by a factorp
nhigh relative to that, Eq. (32), as shown in Fig. 4. It

must be kept in mind that the improvement shown in
Fig. 4 possible with additional maps is achieved only if
the total SNR is split evenly among all of these many
maps.
The remaining question, then, is how the total signal-

to-noise is distributed among the maps. In the best-
case scenario, it will be distributed equally among the
nw maps. If so, then sensitivity to anisotropy could be
improved, in principle, by the factor

p
nw over that in

Eq. (32), as shown in Fig. 4. This improvement would
require, however, that the total signal-to-noise be ⇠ p

nw

larger than that (SNR & 60 for Np = 16 and SNR & 1500
for Np & 64) for a single map.



Current limits:  
Isotropic Background

□ NANOGrav 12.5-year:  47 Pulsars

graph on the left of Figure 4 are diagnostics of the multilevel
decision scheme outlined above in Section 3.1. Adopting the
JPL ephemerides as !xed-parameter models, the data favor the
presence of a common uncorrelated process in all pulsars to
various degrees and especially so for DE430, and they favor

slightly the presence of H.–D. interpulsar correlations. How-
ever, this preference disappears if we marginalize over the
ephemeris uncertainties.
The effects of ephemeris errors are also apparent in the upper

plot of Figure 5, which shows the posterior distribution of
log10AGWB under the log-uniform prior used to compute Bayes
factors, for !!=!13/3, and ignoring H.–D. correlations. The
dashed lines show the posterior obtained by taking each
ephemeris as !xed-parameter models without uncertainties; the

Table 4
GWB Amplitude 95% Upper Limits for the NANOGrav 11!year Data Set, Computed for a Power-law Spectrum with !!=!13/3, and with Uniform Prior on AGWB (see

Equations (4) and (5))

95% Upper Limit on AGWB [!10!15], !!=!13/3 Power Law

JPL Ephemeris Uncorrelated Common Process (2A) H.–D. Correlated Common Process

Alone (3A) + Dipole (3B) + Monopole, Dipole (3C) + Monopole (3D)

DE421 1.505(8) 1. 53(1) 1.478(8) 1.487(8) 1.53(3)
DE430 1.76(2) 1. 79(1) 1.698(9) 1.676(9) 1.74(2)
DE435 ( )1.57 3 1. 60(1) 1.555(8) ( )1.55 1 1.58(2)
DE436 ( )1.61 2 1. 67(1) 1.594(9) ( )1.56 1 1.60(2)
INPOP13c ( )1.74 3 L L L L

BAYESEPHEM ( )1.34 1 ( )1.45 2 ( )1.52 3 ( )1.49 3 1.48(4)

Note. We report limits for an uncorrelated common process (as in NG9b) and for a Hellings–Downs spatially correlated process, either alone (in bold, our !ducial
result) or in the presence of additional correlated processes with different ORF. “L” indicates that analyses for these numbers were not performed.

Figure 1. Sky positions of all 45 pulsars in the NANOGrav 11!year data set.
The area of each circle is indicative of the number of TOAs, while the color
scale indicates the observational baseline. The 34 pulsars whose baselines are
longer than three years are indicated with solid red edges. The Milky Way
plane is shown behind as a blue band (thickness is not indicative of Galactic
scale height), with the Galactic center shown as a blue star. The longest
baseline is given by J1744–1134 with 11.37 years, while the largest data set is
given by J1713+0747 with 27,571 TOAs.

Figure 2. GWB amplitude 95% upper limit for an uncorrelated common
process (model 2A) as a function of spectral index ! (see Equation (5)) for the
JPL ephemerides and for BAYESEPHEM. The dotted curve shows a power-law
!t to the BAYESEPHEM curve, which is consistent with a similar !t in NG9b.

Figure 3. Top panel:!GWB amplitude 95% upper limits for an uncorrelated
common process with a !!=!13/3 power law (straight black line) or with
independently determined free-spectrum components (jagged black line). The
thickness of the lines spans the spread of results over different ephemerides.
The dashed–dotted line shows the expected sensitivity scaling behavior for
white noise. The colored dashed lines and bands show the median and one-
sigma ranges for the GWB amplitudes predicted in MOP14 (green), Simon &
Burke-Spolaor (2016; orange), and S16 (blue). Bottom panel:!as in the top
panel, except showing the results in terms of the stochastic GWB energy
density (per logarithmic frequency bin) in the universe as a fraction of closure
density, !GWB( f )h2. The relationship between hc( f ) and !GWB( f )h2 is given
in Equation (10).
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Current limits: 
Anisotropy

□ 6 EPTA Pulsars
□ Assuming SMBHB spectra 
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FIG. 1: 95% upper limits on the strain amplitude, where Cl =
Pl

m=�l |clm|2/(2l + 1). Left: all-band anisotropy parametrization
and frequency-dependent parametrization (ii). The right axis is the ratio of the upper limit to the monopole. The inset figure shows
95% upper limits on (Cl/4⇡)

1/4 which are marginalized over the strain amplitude for the all-band anisotropy parametrization and a
constant likelihood analysis. Our limits reflect the constraints of the physical prior. Right: all-band anisotropy parametrization, where
the clm values are obtained by mapping cross-correlation values to the spherical harmonic basis, without physical prior rejection.

values, ~�, such that ~� = H~c. A single row of the ma-
trix H will have entries corresponding to the ORF be-
tween pulsars a and b evaluated for all basis terms. In
the spherical-harmonic basis, such a row would consist
of

⇣
�
(ab)
00 �

(ab)
1�1 · · · �(ab)

lm

⌘
, and for a pixel basis this is

⇣
�
(ab)

⌦̂1
�
(ab)

⌦̂2
· · · �(ab)

⌦̂N

⌘
. Having recovered posterior sam-

ples of the vector ~�, we map these to samples of ~c via
~c = H

+~�, where H
+ corresponds to the Moore-Penrose

pseudo-inverse of the matrix H [46, 47]. The results
for mappings to the spherical-harmonic basis with vary-
ing lmax are shown in Fig. 1(right). The data support
such strong anisotropy signatures in this model because
the joint-posterior in the cross-correlation values are con-
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FIG. 2: 95% upper limits on the GW strain amplitude in each
pixel. These limits are obtained by mapping from the Bayesian
MCMC-sampled cross-correlation values to a pixelated ORF ba-
sis (Npix = 12288). White stars show the pulsar locations.

sistent with essentially the entire range of [�1, 1], which
when mapped to a spherical-harmonic ORF-basis leads to
large clm values. There is nothing to penalize these large
anisotropy coefficients, which lead to highly anisotropic
(and possibly negative) GW power distributions and would
otherwise be restricted by the physical prior. This supports
to our claim that the constraints in Fig. 1 (left) are prior-
dominated.

We also map our recovered cross-correlation samples to
a pixel basis with 12288 equal-area pixels on the sky. We
supplement our mapping with the additional normalization
constraint that

R
S2 P (⌦̂)d⌦̂ ⇡

PNpix

i=1 c(⌦̂i)�⌦̂i = 4⇡.
The resulting SGWB power in each pixel is marginalized
over all other pixels and truncated to obtain the positive
1D-marginalised power PDF before it is integrated over to
obtain the upper limit on the strain-amplitude in that pixel.
The result is shown in Fig. 2, where we see the distinc-
tive overlapping antenna patterns of the pulsars mapping
out the sensitivity of the PTA to the background strain-
amplitude. The constraints on Ah from each pixel are quite
poor, and in some cases are more than an order of magni-
tude worse than the all-sky upper limit. As we decrease
the resolution of the pixelation the constraints in each pixel
become tighter, until we reach the limit of one pixel, which
recovers the usual all-sky upper-limit. Figure 2 can also
help to explain the results in the right panel of Fig. 1, where
we see that the distribution of pulsars in our array leads to
the sub-optimal overlapping of the antenna response func-
tions, which in turn causes insensitivities around the 4 clus-
tered pulsars and on large angular scales. Hence, we will
lack sensitivity to large angular scale anisotropy (l ⇠ 1),
which is reflected in the right panel of Fig. 1. Moreover,
this sensitivity map illustrates the importance of timing
pulsars from all over the sky to ensure a more uniform sen-
sitivity to GW strain, which will be possible through inter-

Taylor et al 1506.0881
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FIG. 1: 95% upper limits on the strain amplitude, where Cl =
Pl

m=�l |clm|2/(2l + 1). Left: all-band anisotropy parametrization
and frequency-dependent parametrization (ii). The right axis is the ratio of the upper limit to the monopole. The inset figure shows
95% upper limits on (Cl/4⇡)

1/4 which are marginalized over the strain amplitude for the all-band anisotropy parametrization and a
constant likelihood analysis. Our limits reflect the constraints of the physical prior. Right: all-band anisotropy parametrization, where
the clm values are obtained by mapping cross-correlation values to the spherical harmonic basis, without physical prior rejection.

values, ~�, such that ~� = H~c. A single row of the ma-
trix H will have entries corresponding to the ORF be-
tween pulsars a and b evaluated for all basis terms. In
the spherical-harmonic basis, such a row would consist
of
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ples of the vector ~�, we map these to samples of ~c via
~c = H

+~�, where H
+ corresponds to the Moore-Penrose

pseudo-inverse of the matrix H [46, 47]. The results
for mappings to the spherical-harmonic basis with vary-
ing lmax are shown in Fig. 1(right). The data support
such strong anisotropy signatures in this model because
the joint-posterior in the cross-correlation values are con-

1.6 2.4 3.2 4.0 4.8 5.6 6.4
A95% ul

h (��̂) [⇥10�14]

FIG. 2: 95% upper limits on the GW strain amplitude in each
pixel. These limits are obtained by mapping from the Bayesian
MCMC-sampled cross-correlation values to a pixelated ORF ba-
sis (Npix = 12288). White stars show the pulsar locations.

sistent with essentially the entire range of [�1, 1], which
when mapped to a spherical-harmonic ORF-basis leads to
large clm values. There is nothing to penalize these large
anisotropy coefficients, which lead to highly anisotropic
(and possibly negative) GW power distributions and would
otherwise be restricted by the physical prior. This supports
to our claim that the constraints in Fig. 1 (left) are prior-
dominated.

We also map our recovered cross-correlation samples to
a pixel basis with 12288 equal-area pixels on the sky. We
supplement our mapping with the additional normalization
constraint that

R
S2 P (⌦̂)d⌦̂ ⇡

PNpix

i=1 c(⌦̂i)�⌦̂i = 4⇡.
The resulting SGWB power in each pixel is marginalized
over all other pixels and truncated to obtain the positive
1D-marginalised power PDF before it is integrated over to
obtain the upper limit on the strain-amplitude in that pixel.
The result is shown in Fig. 2, where we see the distinc-
tive overlapping antenna patterns of the pulsars mapping
out the sensitivity of the PTA to the background strain-
amplitude. The constraints on Ah from each pixel are quite
poor, and in some cases are more than an order of magni-
tude worse than the all-sky upper limit. As we decrease
the resolution of the pixelation the constraints in each pixel
become tighter, until we reach the limit of one pixel, which
recovers the usual all-sky upper-limit. Figure 2 can also
help to explain the results in the right panel of Fig. 1, where
we see that the distribution of pulsars in our array leads to
the sub-optimal overlapping of the antenna response func-
tions, which in turn causes insensitivities around the 4 clus-
tered pulsars and on large angular scales. Hence, we will
lack sensitivity to large angular scale anisotropy (l ⇠ 1),
which is reflected in the right panel of Fig. 1. Moreover,
this sensitivity map illustrates the importance of timing
pulsars from all over the sky to ensure a more uniform sen-
sitivity to GW strain, which will be possible through inter-

2

ing SMBHBs which obeys a simple power-law:

hc(f) = Ah(f/yr�1
)
�2/3 , (1)

where Ah is the strain amplitude reported at a reference
frequency f = yr

�1 [21]. The correlations induced by
a SGWB in pulsar TOAs can be understood by consid-
ering a perturbation to the space-time metric along the
Earth-pulsar line of sight causing a change in the perceived
rotational-frequency of the pulsar [22–25]. The fractional
frequency shift �⌫(t)/⌫0 of a signal from a pulsar at rest
frequency ⌫0 is the difference in the metric perturbation
at the Solar System barycenter (SSB), and at the pulsar.
This frequency shift is integrated over time to give the in-
duced timing residuals, r(t) ⌘

R t
�⌫(t0)/⌫0dt0, which are

cross-correlated between pulsars in an effort to boost the
detection probability of GW signals at the Earth. The ex-
pectation value of the cross-correlated timing residuals be-
tween pulsars a and b is proportional to the overlap reduc-
tion function (ORF, �ab)– a dimensionless function which
quantifies the response of a pair of pulsars to the stochastic
GW background [26, 27]. In this Letter, we use analyti-
cally computed anisotropic ORFs [28, 29] and recently de-
veloped Bayesian techniques [30] to constrain the angular
power distribution of the SGWB.

Fitting a pulsar timing model.– The average pulse pro-
files of millisecond pulsars are remarkably stable and re-
producible. This stability permits high-precision timing,
which is crucial to GW searches: the minimum detectable
GW strain is hc / 10

�15
(�rms/100 ns)(T/10 yr)

�1,
where �rms is the root-mean-square of the pulsar timing
residuals, and T is the total observation timespan [6].
Therefore high timing precision and long-term observa-
tions are required to distinguish the GW signal from noise,
as well as boost the signal-to-noise ratio (SNR) in a search.

Pulsar observations lead to a catalogue of TOAs which
can then be analyzed to search for GWs. A timing
model describing all deterministic contributions to a pul-
sar’s TOAs (rotational frequency, spindown rate, disper-
sion measure (DM), etc.) is iteratively fit with the analysis
package, TEMPO2 [31, 32]. The difference between the
measured TOAs and the refined timing model prediction is
the post-fit timing residual, which constitutes the input data
in our GW analysis.

GW analysis pipeline.– We use the signal modeling tech-
niques described in Ref. [33] (from hereon L15). The pos-
terior probability of the model parameters, ~⇥, given the
concatenated post-fit timing residuals from all pulsars, ~�t,
is a multivariate Gaussian:

p(~⇥|~�t)/p(~⇥)

exp

⇣
� 1

2
~�t

T
G(G

T
CG)

�1
G

T~�t
⌘

p
det[2⇡(GTCG)]

(2)

where p(~⇥) is the prior probability distribution of model
parameters, and projecting all quantities with the matrix
G marginalizes this posterior probability over all timing
model parameters (see Ref. [34]). The covariance of the

pre-fit timing residuals is defined as C = Cred + N

where Cred includes the SGWB, intrinsic pulsar red noise,
and DM variation components, while N denotes all white-
noise components. This red covariance is decomposed
in terms of a low-rank approximation such that Cred =

F'FT , where F is a block-diagonal matrix of Fourier ba-
sis vectors, and ' is a spectral covariance matrix [35–37].
Intrinsic red-noise and SGWB are expanded in the same
Fourier basis, while the DM-variation signal is expanded
in basis-functions which differ only by an extra multiplica-
tive factor of / 1/⌫2

o , where ⌫o is the observing frequency
of the pulses. The matrix N is diagonal, with entries given
by the squared TOA errors which have been corrected by
previous single pulsar analyses [33]. We apply a multi-
plicative factor to all error bars of a given pulsar (referred
to as the GEFAC parameter) which is searched over here.

The matrix ' has band-diagonal structure, since Fourier
modes between different pulsars may be correlated due to
the presence of a SGWB or correlated noise. Therefore

[']ai,bj=�ab⇢i�ij+✏i�ij+⌘i�ab�ij+ai�ab�ij (3)
where i and j index the discretely sampled signal or
noise frequencies in our analysis of pulsar TOAs; ⇢ =

hc(f)
2/(12⇡2f3Tmax) is the power spectrum of the

SGWB, with Tmax equal to the timing baseline of the PTA;
✏ is the spectrum of a completely correlated red-noise pro-
cess which may result from modeling inaccuracies due to
drifts in the observatory and global time standards; ⌘ is the
spectrum of a common, but uncorrelated, red-noise process
which may originate from common physical processes in-
side the neutron stars, see e.g. Refs. [38, 39]; and a is the
individual red-noise and DM-variation spectrum for pul-
sar a. All these spectra are modeled with power laws,
(A2/12⇡2Tmax)(fn/yr

�1
)
2↵�3

yr
2, where A = Ah for

the SGWB; ↵ is a spectral index which equals �2/3 for the
SGWB; and fn are the n frequencies at which we sample
the spectra of red-noise processes, where in this analysis
n = 50.

The ORF, �ab, is the average of the overlap of the
pulsars’ antenna response functions, FA

a (⌦̂) (see e.g.
Refs. [28, 30]), over GW propagation directions ⌦̂, and
weighted by the SGWB angular power distribution, P (⌦̂):

�ab=
3

8⇡
(1 + �ab)

Z

S2

d⌦̂ P (⌦̂)

X

q

F q
a (⌦̂)F q

b (⌦̂) , (4)

where q labels the {+, ⇥} GW polarization. An ex-
cess in P (⌦̂) in a particular region of the sky may in-
dicate a particularly bright single source, or a hotspot
of several sources [28, 30, 40, 41]. In the following
we decompose the SGWB angular distribution such that
P (⌦̂) ⌘

Plmax

l=0

Pl
m=�l clmYlm(⌦̂), with normalisationR

S2 P (⌦̂)d⌦̂ = 4⇡, where Ylm are the real spherical har-
monics. Inserting this decomposition into Eq. (4) and pro-
ceeding as in Ref. [28], we expand �ab into a sum over
anisotropic ORFs, �

(ab)
lm , with associated weights, clm, to



Outlook
□ PTA detections expected in next 5-10 years  

(Mingarelli et al 2017)
□ GW Background  

observations may have moved 
from upper limits to  
detection and characterisation

□ Similar mathematics and comparable limits 
apply to astrometric observations 
 
(AHJ 2004; Book & Flanagan 2010; Moore et al 2017; …)
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(a) Example realization where NGC 4472 was detected
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(b) This GW sky turned into a GW background
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(c) GW background without NGC 4472

0 10 20 30 40 50
`

0.0

0.2

0.4

0.6

0.8

1.0

C
`
/
C

0

All sky
Sky without NGC 4472
PTA angular resolution

(d) Angular power spectrum of GW background

FIG. 2.— The gravitational wave background from nearby sources (a) NGC 4472 (yellow star) hosted a detectable SMBHB in one of the realizations.
There were 86 other galaxies hosting SMBHBs with f > 1 nHz, but these were too faint to be detected. (b) The 87 CGW sources from (a) turned into a GW
background, assuming a 25-year PTA dataset. This background is dominated by NGC 4472. (c) The GW background without NGC 4472. (d) The angular power
spectrum of the GW backgrounds both with and without NGC 4472, assuming a 25 year dataset. Even without the strong CGW source in NGC 4472, the other
86 SMBHBs produce anisotropy at the level �20% up to ` = 15.

ing 47 IPTA pulsars, chosen from sky locations in the field of
view of the current IPTA telescopes. The white noise level is
modeled as a combination of radiometer noise and jitter noise.
The radiometer noise is estimated as the harmonic mean of
the measured error bars (for each backend and observing fre-
quency) to avoid overestimation due to low signal-to-noise ra-
tio time of arrivals (TOAs), which would have large error bars.
Jitter noise is obtained for each observing frequency (?). We
then compute an infinite frequency TOA uncertainty from the
low and high frequency noise estimates in order to simulate
dispersion measure fitting. From 2016 onward we add four
pulsars per year using the median white noise uncertainty of
the existing pulsars in the array, typically around 300 ns. Fur-
ther, we assume a new wide-band timing backend installed
in 2018 at Arecibo and the Green Bank Telescope, which re-
duces the white noise rms by a factor of ⇠ 1.7.

This backend upgrade is the dominant factor in the im-
proved white noise detection curves, Figure 3(b), due to the
fact that the signal-to-noise, ⇢, of a CGW detection is roughly
⇢ /

⌦
NTc/�

2
↵1/2, assuming the N pulsars have identical

intrinsic properties, T is the length of the dataset, c is the ca-
dence of the observation and � is the white noise rms (Ar-
zoumanian et al. 2014). For red noise with spectral index �,
⇢ / hNTc/f

��i1/2 =
⌦
NT

1��
c
↵1/2 at f = 1/T . There

are of course other factors which motivate a large and expand-
ing PTA, including the geometric term from the antenna beam
pattern F

+,⇥(⌦̂) / (1 + ⌦̂ · p̂)�1, where ⌦̂ is the direction
of propagation of the GW, p̂ is the direction to the pulsar (De-
tweiler 1979; Arzoumanian et al. 2014; Mingarelli & Sidery
2014), and +, ⇥ is the GW polarization. Therefore, when
⌦̂ · p̂ ⇡ �1 (when the direction to the source, �⌦̂, is aligned
with the pulsar) the response is maximal3, as observed in Fig-
ure 1(b).

Projections are made for 15, 20 and 25 year datasets
with various false alarm probabilities. One can covert from
the FAP, x, to multiples of the standard deviation � via
x� =erf(x/

p
(2)). For example, a FAP of 10�4 = 3.9�,

assuming a Gaussian distribution.
Currently, a full Bayesian analysis is computationally in-

tractable when performing these kinds of detection sensitivity
analyses. Since we are performing these analyses as a func-
tion of CGW frequency and PTA configuration, we must com-
pute the detection statistic (Bayes factor for Bayesian analy-
sis, FAP for frequentist analysis) millions of times. In com-
parison to the frequentist FAP statistic, which takes fractions

3 When this alignment is exact there is no GW signal due to surfing effects
but when the alignment is almost perfect the response is maximal



Conclusions
□ GW physics is becoming GW astronomy and 

cosmology

□ Need the right tools for the job:
■ Background has very similar properties to the CMB
□ better characterised by Stokes parameters (mostly I).
□ Biposh coefficients are a robust (and model independent) way 

to characterise departures from isotropy


